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Project description 
 
 
 
 
We are simulating an input device connected to the 
DB9 serial port that accepts four different input 
signals. The signals are then processed and 
transmitted to a Java applet which is accessible to an 
Internet browser. 
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Behavioral description 
 
When pressing one of the CPLD’s buttons, the applet reacts by animating a geometric 
primitive on the canvas. 
 
 
 
 
 
 
 
 
 
 
 
Functional description of the blocks 
 
Basically, the project is made of three parts. A high-level programming language was 
chosen for each part.   
 
The Verilog module 
Inputs: clk, reset, B1, B2, B3, B4 
Outputs:  out  
 
 
 
 
 
 
 
 
 
 
 
 
B1, B2, B3, B4 : input signals from the board 
CLK : the clock frequency 
RESET : resets all parameters 
OUT : 1 bit signal through which the 10 – bit message is transmitted through the serial 
connection 
  
 



_______________________________________________________________________ 

TACTICAL BOARD 
________________________________________________________________________ 

4

 
A standard message consists of: 

 1 bit for START (0) 
 1 bit for STOP (1) 
 8 data bits :b1b1b2b2b3b3b4b4 

 
The codification for the corresponding inputs is: 

 for pressing button 1: b1=1 => the output is unsigned char 192 
 for pressing button 2: b2=1 => the output is unsigned char 48 
 for pressing button 3: b3=1 => the output is unsigned char 12 
 for pressing button 4: b4=1 => the output is unsigned char 3 

 
 
 
Code listing 
 
 
 
 
module ceas(clk,reset,clkout); 
//Creaza un impuls de ceas pe clkout la 5200 impulsuri ale clk 
 
input clk,reset; 
output clkout; 
 
integer temp; 
reg clkout; 
 
always@(posedge clk) 
begin 
 if(reset==1) 
  begin 
   clkout=0; 
   temp=0;   
  end  
 else  
 
  if(temp==5200)//Verifica daca s-au acumulat 5200 impulsuri 
   begin 
    clkout=1; 
    temp=0; 
   end 
  else 
   begin 
    temp=temp+1; 
    clkout=0; 
   end 
end  
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module transmisie_date(clk_in,reset,b1,b2,b3,b4,out); 
//Realizeaza transmisia de date prin portul serial 
 
input clk_in,reset; 
input b1,b2,b3,b4; 
 
output out; 
 
reg out;//Bitul care va fi transmis pe serial 
reg[0:7] register;//Datele pentru transmisie 
wire clk; 
integer count;//Bitul curent 
reg gata;//A terminat 
 
ceas CLK(clk_in,reset,clk);//Divizarea semnalului de ceas 
 
always@(posedge clk) 
begin 
 register = {b1,b1,b2,b2,b3,b3,b4,b4};//Octetul de transmis 
 
 if(reset==1)//Resetare contor 
  begin 
   count=0; 
   gata=0; 
   end 
 else begin 
 if(count==0) //bit de inceput 
  begin 
   out=0; 
   count=count+1; 
  end 
  else  
   if(count>0 && count<9)//Bitii de date 
    begin 
     out= register[count-1]; 
     count=count+1; 
    end 
   else if(count==9)//bit stop 
     begin 
       out=1; 
        count=0; 
      gata=1; 
      end 
      end 
end 
 
endmodule 
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The C module 
Inputs: the serial interface 
Outputs: an intern socket 
 
 
The implementation was made under Linux Mandrake 9.2 OS.  
 
 
This section accepts, as an execution parameter, the id of the serial connection used (0 or 
1). The socket is defined as static, using the 25987 port. The performed action is: an 
unsigned char is read from the serial port and is sent to the socket, provided that the char 
belongs to {192, 48, 12, 3}. 
 
 
Code listing 
 
 
//Program care primeste de la placuta CPLD pe portul serial un octet 
si il trimite 
//catre applet-ul java prin socket-ul 25987(ales la intimplare de 
noi) 
 
#include"datalink.h" 
#include"alarm.h" 
 
void eroare(char *s,int n) 
{ 
 printf("\n%s\n",s); 
 exit(n); 
} 
 
int main(int argc,char **argv) 
{ 
 int n,sock,counter=0,fisier; 
 unsigned char c;char c1; 
 const int *time;//Timeout 
 
 init_alarm(); 
 
 if (argc < 1)//Initializare porturi 
  { 
   printf("\nConectat portul COM1"); 
   if (init_datalink(B9600, "/dev/ttyS0")) 
eroare("Nu pot initializa portul serial COM1.",1); 
  } 
  else 
  { 
   if (atoi(argv[1])==0) 
    { 
     printf("\nConectat portul COM1"); 
     if (init_datalink(B9600, "/dev/ttyS0")) 
eroare("Nu pot initializa portul serial COM1.",1); 
    } 
    else if (atoi(argv[1])==1) 

    { 
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     printf("\nConectat portul COM2"); 
     if (init_datalink(B9600, "/dev/ttyS1")) 

eroare("Nu pot initializa portul 
serial COM2.",2); 

    } 
  } 
 
 //Creare socket dgram 
 sock = socket(AF_INET, SOCK_DGRAM, 0); 
     if (sock < 0) 
  eroare("Eroare la initializarea socket-ul.",3); 
 

struct sockaddr_in addr_local;//Adresa catre care se trimite 
informatia 

 struct sockaddr *local; 
 local=(struct sockaddr *)&(addr_local); 
 
 memset((char *) &addr_local, 0, sizeof(addr_local)); 
 addr_local.sin_family = AF_INET; 
 addr_local.sin_port = htons(25987);//Foloseste un port aleatoriu 
 inet_aton("127.0.0.1",&(addr_local.sin_addr));//Adresa locala 
 
 //Creare fisier de iesire in care se memoreaza tot istoricul de 
date primite pe portul serial 

 if (argc >= 3) 
  fisier = creat ( argv[2] , 
S_IRUSR|S_IWUSR|S_IXUSR|S_IRGRP|S_IWGRP|S_IXGRP|S_IROTH|S_IWOTH|S_IXO
TH); 

  else 
  
 fisier=creat("istoric.txt",S_IRUSR|S_IWUSR|S_IXUSR|S_IRGRP|S_IWGR
P|S_IXGRP|S_IROTH|S_IWOTH|S_IXOTH); 

 
 if(fisier <= 0) 
  eroare("Fisierul de iesire nu a putut fi deschis.",4); 
 
 printf("\nAm inceput receptia datelor ."); 
 
 while(1)//Ciclu infinit 
 { 
  do 
  { 
   time=set_alarm(5); 
   n=recv_data(&c1,1,1); 
   cancel_alarm(); 
   if (*time==1) printf("\nTimeout."); 
  } 
  while(*time==1); 
 
  c = (unsigned char )c1; 
  printf("\nAm primit pe serial %d",c); 
  counter ++; 
  write(fisier,&c,1);//scriere in fisier 
 

if((c==192)||(c==48)||(c==12)||(c==3))//Trimite prin socket 
daca sunt coduri valide 

{        //In fisier scrie si codurile 
invalide 

     while (1) 
      { 
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 n=sendto(sock,&c,1,0,local,sizeof(addr_local)); 
       if(n != -1) { 

printf("Am transmis cu 
succes %d\n",(unsigned char)c); 

        break; 
        } 
      } 
    } 
 } 
 
 cleanup_datalink(); 
 return 0; 
} 
 
 
 
 
 
The java module: 
Inputs: a data byte from the socket 
Outputs: a graphical animation on the screen 
 
Depending on the char received, a geometric figure is moved up/down or left/right on 
the canvas. The Java module extends the Applet class and implements the KeyListener 
interface. It allows the interruption of the processing of the signal from the serial port by 
pressing a key. The data is provided by the socket which is the input.  
 
 
Code listing 
 
 

//Un aplet simplu care demonstreaza intr-un mod vizual ca are loc 
comunicatia seriala 
 
import java.awt.*; 
import java.applet.*; 
import java.awt.event.*; 
import java.io.*; 
import java.net.*; 
import java.*; 
import java.lang.*; 
import java.lang.String.*; 
import java.lang.Integer.*; 
import java.awt.image.*; 
 
 
 
//Clasa care implementeaza socketii java folositi pentru comunicarea 
cu driver-ul care e  scris in c 
class socketPrj { 
 
 
 socketPrj() { 
 } 
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 //Functie care asculta pe socket-ul 25987 si returneaza un 
intreg 
 int asculta_socket() throws Exception{ 
 
  byte[] receiveData = new byte[1024]; 
  DatagramPacket rp = new DatagramPacket(receiveData, 
1024); 
  DatagramSocket ds; 
  int rez; 
 
   ds = new DatagramSocket(25987); 
 
   ds.receive(rp); 
 
  String data = new String(rp.getData()); 
  char ch = data.charAt(0); 
 
 
   ds.close(); 
 
  rez=(int)ch; 
 
 return rez; 
 }//end metoda 
}//stop clasa 
 
//Clasa principala care implementeaza apletul propriuzis 
//Este foarte simplu si consta in deplasarea pe ecran a unei 
figuri la apasarea unui buton pe placuta 
public class procn extends Applet implements KeyListener{ 
 int x,y; 
 socketPrj s; 
 int stare = 0; 
 BufferedImage bi; 
 Graphics2D g2,big; 
 //Initializare context grafic 
 public void init() { 
  x = 250; 
  y = 150; 
  s = new socketPrj(); 
 
  addKeyListener(this); 
  setBackground(Color.yellow); 
 } 
 
 public void paint(Graphics g) { 
  int rezultat; 
  g.setColor(new Color(123,43,43)); 
  g.drawString("Muta cercul", 10, 10 ); 
 
  if (stare == 0) { 
   try{ 
   rezultat = s.asculta_socket(); 
    
   //Determinare buton apasat 
   switch (rezultat) { 
    case 3: y+=10;g.drawString("Comanda 
JOS",10,280); 
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break; 

 
case 12: y-=10;g.drawString("Comanda 
SUS",10,280); 

      break; 
 

case 48: x+=10;g.drawString("Comanda 
DREAPTA",10,280); 

      break; 
 

case 192: x-=10;g.drawString("Comanda 
STINGA",10,280); 

      break; 
 
    }//end switch 
   } 
   catch(Exception e){} 
 
  }//if stare 
  else { 
   g.drawString("Terminare ascultare seriala.",10,290); 
   stop();  
   } 
 
  //desen in functie de input 
 
  g.setColor(Color.blue); 
  g.drawOval(x,y,30,30); 
  g.setColor(Color.red); 
  g.drawOval(x,y,20,20); 
  g.setColor(Color.magenta); 
  g.fillOval(x,y,10,10); 
 
 

 
  repaint(); 
 
 } 
 //Permite realizarea unei grafici cursive 
 public void update(Graphics g){ 
  Graphics2D g2 = (Graphics2D)g; 
  Dimension dimApplet=new Dimension(); 
  dimApplet=this.getSize(); 
   bi = (BufferedImage)createImage(dimApplet.width, 
dimApplet.height); 
   big = bi.createGraphics(); 
  big.setColor(Color.white); 
  big.clearRect(0, 0, dimApplet.width, dimApplet.height); 
  paint(big); 
  g2.drawImage(bi, 0, 0, this); 
 } 
 
 public void keyPressed(KeyEvent ke){//Iese din aplet daca e 
apasata tasta escape 
   if (ke.getKeyCode()==KeyEvent.VK_ESCAPE) { 
    stare = 1; 
    repaint(); 
    } 
  } 
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 public void keyReleased(KeyEvent ke){} 
 public void keyTyped(KeyEvent ke){} 
 
} 
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Test results 
 
 
The project has been tested by randomly generating valid inputs. A test program has been 
used which transmits data through the serial cable that was connected between COM1 
and COM2. COM2 is used by the driver. The software modules are error-proof and can 
support rates of up to 9600 Bd. 
 

 
 
Test file listing: 

 
 
 
//Fisier care implementeaza o functie de test a modulelor driver 
si applet 
 
#include "datalink.h" 
 
void eroare(char *s,int n) 
{ 
 printf("\n%s\n",s); 
 exit(n); 
} 
 
int main(int argc,char **argv) 
{ 
 
 char c; 
 
 srandom(5); 
  
 if (argc < 1)//Initializare porturi 
  { 
   printf("\nConectat portul COM1"); 
   if (init_datalink(B9600, "/dev/ttyS0")) 
    eroare("Nu pot initializa portul serial 
COM1.",1); 
  } 
  else 
  { 
   if (atoi(argv[1])==0) 
    { 
     printf("\nConectat portul COM1"); 
     if (init_datalink(B9600, "/dev/ttyS0")) 
      eroare("Nu pot initializa portul 
serial COM1.",1); 
    } 
    else if (atoi(argv[1])==1) 
    { 
     printf("\nConectat portul COM2"); 
     if (init_datalink(B9600, "/dev/ttyS1")) 
      eroare("Nu pot initializa portul 
serial COM2.",2); 
    } 
  } 
 
  



_______________________________________________________________________ 

TACTICAL BOARD 
________________________________________________________________________ 

13

printf("\nAm inceput transmisia ."); 
 
 int  v[4]; 
 v[0]=3; 
 v[1]=12; 
 v[2]=48; 
 v[3]=192; 
 
 while(1) 
 { 
 
  c=v[random()%4];//Generare aleatorie a unui numar care va 
fi trimis pe serial catre driver 
    //Pt rualarea prog e necesar un cablu serial 
legat intre com1 si com2 
  send_data(&c, 1); 
 
  sleep(1); 
  printf("\nAm transmis %d",(unsigned char)c); 
 
 } 
 
 cleanup_datalink(); 
 return 0; 
 
} 
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SERIAL PORTS 

 
What is a serial port? 

The serial port is an I/O (Input/Output) device.  

An I/O device is just a way to get data into and out of a computer. There are many types 
of I/O devices such as serial ports, parallel ports, disk drive controllers, Ethernet boards, 
universal serial buses, etc. Most PC's have one or two serial ports. Each has a 9-pin 
connector (sometimes 25-pin) on the back of the computer. Computer programs can send 
data (bytes) to the transmit pin (output) and receive bytes from the receive pin (input). 
The other pins are for control purposes and ground.  

The serial port is much more than just a connector. It converts the data from parallel to 
serial and changes the electrical representation of the data. Inside the computer, data bits 
flow in parallel (using many wires at the same time). Serial flow is a stream of bits over a 
single wire (such as on the transmit or receive pin of the serial connector). For the serial 
port to create such a flow, it must convert data from parallel (inside the computer) to 
serial on the transmit pin (and conversely).  

Pins and Wires 

Old PC's used 25 pin connectors but only about 9 pins were actually used so today most 
connectors are only 9-pin. Each of the 9 pins usually connects to a wire. Besides the two 
wires used for transmitting and receiving data, another pin (wire) is signal ground. The 
voltage on any wire is measured with respect to this ground. Thus the minimum number 
of wires to use for 2-way transmission of data is 3. Except that it has been known to work 
with no signal ground wire but with degraded performance and sometimes with errors.  

There are still more wires which are for control purposes (signaling) only and not for 
sending bytes. All of these signals could have been shared on a single wire, but instead, 
there is a separate dedicated wire for every type of signal. Some (or all) of these control 
wires are called "modem control lines". Modem control wires are either in the asserted 
state (on) of +12 volts or in the negated state (off) of -12 volts. One of these wires is to 
signal the computer to stop sending bytes out the serial port cable. Conversely, another 
wire signals the device attached to the serial port to stop sending bytes to the computer. If 
the attached device is a modem, other wires may tell the modem to hang up the telephone 
line or tell the computer that a connection has been made or that the telephone line is 
ringing (someone is attempting to call in  

RS-232 or EIA-232, etc.  

The serial port (not the USB) is usually a RS-232-C, EIA-232-D, or EIA-232-E. These 
three are almost the same thing. The original RS (Recommended Standard) prefix 
became EIA (Electronics Industries Association) and later EIA/TIA after EIA merged 
with TIA (Telecommunications Industries Association). The EIA-232 spec provides also 
for synchronous (sync) communication but the hardware to support sync is almost always 
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missing on PC's. The RS designation is obsolete but is still widely used. Some documents 
use the full EIA/TIA designation.  

IO Address & IRQ  

Since the computer needs to communicate with each serial port, the operating system 
must know that each serial port exists and where it is (its I/O address). It also needs to 
know which wire (IRQ number) the serial port must use to request service from the 
computer's CPU. It requests service by sending an interrupt on this wire. Thus every 
serial port device must store in its non-volatile memory both its I/O address and its 
Interrupt ReQuest number: IRQ. For the PCI bus it doesn't work exactly this way since 
the PCI bus has its own system of interrupts. But since the PCI-aware BIOS sets up chips 
to map these PCI interrupts to IRQs, it seemingly behaves just as described above except 
that sharing of interrupts is allowed (2 or more devices may use the same IRQ number).  

I/O addresses are not the same as memory addresses. When an I/O addresses is put onto 
the computer's address bus, another wire is energized. This both tells main memory to 
ignore the address and tells all devices which have I/O addresses (such as the serial port) 
to listen to the address to see if it matches the device's. If the address matches, then the 
I/O device reads the data on the data bus.  

Names: ttyS0, ttyS1, etc.  

The serial ports are named ttyS0, ttyS1, etc. (and usually correspond respectively to 
COM1, COM2, etc. in DOS/Windows). The /dev directory has a special file for each 
port. Type "ls /dev/ttyS*" to see them. Just because there may be (for example) a ttyS3 
file, doesn't necessarily mean that there exists a physical serial port there.  

Which one of these names (ttyS0, ttyS1, etc.) refers to which physical serial port is 
determined as follows. The serial driver (software) maintains a table showing which I/O 
address corresponds to which ttyS. This mapping of names (such as ttyS1) to I/O 
addresses (and IRQ's) may be both set and viewed by the "setserial" command. This does 
not set the I/O address and IRQ in the hardware itself (which is set by jumpers or by plug-
and-play software). Thus what physical port corresponds to say ttyS1 depends both on 
what the serial driver thinks (per setserial) and what is set in the hardware. If a mistake 
has been made, the physical port may not correspond to any name (such as ttyS2) and 
thus it can't be used.  

Interrupts  

When the serial port receives a number of bytes (may be set to 1, 4, 8, or 14) into its 
FIFO buffer, it signals the CPU to fetch them by sending an electrical signal known as an 
interrupt on a certain wire normally used only by that port. Thus the FIFO waits for a 
number of bytes and then issues an interrupt.  

However, this interrupt will also be sent if there is an unexpected delay while waiting for 
the next byte to arrive (known as a timeout). Thus if the bytes are being received slowly 
(such as someone typing on a terminal keyboard) there may be an interrupt issued for 
every byte received. For some UART chips the rule is like this: If 4 bytes in a row could 
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have been received, but none of these 4 shows up, then the port gives up waiting for more 
bytes and issues an interrupt to fetch the bytes currently in the FIFO. Of course, if the 
FIFO is empty, no interrupt will be issued.  

Each interrupt conductor (inside the computer) has a number (IRQ) and the serial port 
must know which conductor to use to signal on. For example, ttyS0 normally uses IRQ 
number 4 known as IRQ4 (or IRQ 4). A list of them and more will be found in "man 
setserial" (search for "Configuring Serial Ports"). Interrupts are issued whenever the 
serial port needs to get the CPU's attention. It's important to do this in a timely manner 
since the buffer inside the serial port can hold only 16 (1 in old serial ports) incoming 
bytes. If the CPU fails to remove such received bytes promptly, then there will not be any 
space left for any more incoming bytes and the small buffer may overflow (overrun) 
resulting in a loss of data bytes. There is no Flow Control to prevent this.  

Interrupts are also issued when the serial port has just sent out all 16 of its bytes from its 
small transmit buffer out the external cable. It then has space for 16 more outgoing bytes. 
The interrupt is to notify the CPU of that fact so that it may put more bytes in the small 
transmit buffer to be transmitted. Also, when a modem control line changes state an 
interrupt is issued.  The buffers mentioned above are all hardware buffers. The serial port 
also has large buffers in main memory. This will be explained later  

Interrupts convey a lot of information but only indirectly. The interrupt itself just tells a 
chip called the interrupt controller that a certain serial port needs attention. The interrupt 
controller then signals the CPU. The CPU runs a special program to service the serial 
port. That program is called an interrupt service routine (part of the serial driver 
software). It tries to find out what has happened at the serial port and then deals with the 
problem such a transferring bytes from (or to) the serial port's hardware buffer. This 
program can easily find out what has happened since the serial port has registers at IO 
addresses known to the serial driver software. These registers contain status information 
about the serial port. The software reads these registers and by inspecting the contents, 
finds out what has happened and takes appropriate action.  

Data Flow (Speeds)  

It's important to understand that the average speed is often less than the specified speed. 
Waits (or idle time) result in a lower average speed. These waits may include long waits 
of perhaps a second due to Flow Control. At the other extreme there may be very short 
waits (idle time) of several micro-seconds between bytes. If the device on the serial port 
(such as a modem) can't accept the full serial port speed, then the average speed must be 
reduced.  

Flow Control  

Flow control means the ability to stop the flow of bytes in a wire. It also includes 
provisions to restart the flow without any loss of bytes. Flow control is needed for 
modems to allow a jump in instantaneous flow rates.  

 
Example of Flow Control  
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For example, consider the case where you connect a 36.6k external modem via a short 
cable to your serial port. The modem sends and receives bytes over the phone line at 
36.6k bits per second (bps). It's not doing any data compression or error correction. You 
have set the serial port speed to 115,200 bits/sec (bps), and you are sending data from 
your computer to the phone line. Then the flow from the computer to your modem over 
the short cable is at 115.2k bps. However the flow from your modem out the phone line is 
only 33.6k bps. Since a faster flow (115.2k) is going into your modem than is coming out 
of it, the modem is storing the excess flow (115.2k -33.6k = 81.6k bps) in one of its 
buffers. This buffer would eventually overrun (run out of free storage space) unless the 
115.2k flow is stopped.  

But now flow control comes to the rescue. When the modem's buffer is almost full, the 
modem sends a stop signal to the serial port. The serial port passes on the stop signal on 
to the device driver and the 115.2k bps flow is halted. Then the modem continues to send 
out data at 33.6k bps drawing on the data it previous accumulated in its buffer. Since 
nothing is coming into the buffer, the level of bytes in it starts to drop. When almost no 
bytes are left in the buffer, the modem sends a start signal to the serial port and the 
115.2k flow from the computer to the modem resumes. In effect, flow control creates an 
average flow rate in the short cable (in this case 33.6k) which is significantly less than the 
"on" flow rate of 115.2k bps. This is "start-stop" flow control.  

The above is a simple example of flow control for flow from the computer to a modem , 
but there is also flow control which is used for the opposite direction of flow: from a 
modem (or other device) to a computer. Each direction of flow involve 3 buffers: 1. in the 
modem 2. in the UART chip (called FIFOs) 3. in main memory managed by the serial 
driver. Flow control protects certain buffers from overflowing. The small UART FIFO 
buffers are not protected in this way but rely instead on a fast response to the interrupts 
they issue. FIFO stand for "First In, First Out" which is the way it handles bytes. All the 3 
buffers use the FIFO rule but only one of them also uses it as a name. This is the essence 
of flow control but there are still some more details.  
 
Symptoms of No Flow Control 

Understanding flow-control theory can be of practical use. The symptom of no flow 
control is chunks of data missing from files sent without the benefit of flow control. This 
is because when overflow happens, it's usually more than just a few bytes that overflow 
and are lost. Often hundreds or even thousands of bytes get lost, and all in contiguous 
chunks.  

Hardware vs. Software Flow Control 

If feasible it's best to use "hardware" flow control that uses two dedicated "modem 
control" wires to send the "stop" and "start" signals.  

Software flow control uses the main receive and transmit wires to send the start and stop 
signals. It uses the ASCII control characters DC1 (start) and DC3 (stop) for this purpose. 
They are just inserted into the regular stream of data. Software flow control is not only 
slower in reacting but also does not allow the sending of binary data unless special 
precautions are taken. Since binary data will likely contain DC1 and DC3, special means 
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must be taken to distinguish between a DC3 that means a flow control stop and a DC3 
that is part of the binary code. Likewise for DC1.  

Data Flow Path; Buffers  

Although much has been explained about this including flow control, a pair of 16-byte 
FIFO buffers (in the hardware), and a pair of larger buffers inside a device connected to 
the serial port there is still another pair of buffers. These are large buffers (perhaps 8k) in 
main memory also known as serial port buffers. When an application program sends 
bytes to the serial port they first get stashed in the transmit serial port buffer in main 
memory. The pair consists of both this transmit buffer and a receive buffer for the 
opposite direction of byte-flow.  

The serial device driver takes out say 16 bytes from this transmit buffer, one byte at a 
time and puts them into the 16-byte transmit buffer in the serial hardware for 
transmission. Once in that transmit buffer, there is no way to stop them from being 
transmitted. They are then transmitted to the device connected to the serial port which 
also has a fair sized (say 1k) buffer. When the device driver (on orders from flow control) 
stops the flow of outgoing bytes from the computer, what it actually stops is the flow of 
outgoing bytes from the large transmit buffer in main memory. Even after this has 
happened and the flow to the device connected to the serial port has stopped, an 
application program may keep sending bytes to the 8k transmit buffer until it becomes 
fill.  

When it gets fill, the application program can't send any more bytes to it (a "write" 
statement in a C_program blocks) and the application program temporarily stops running 
and waits until some buffer space becomes available. Thus a flow control "stop" is 
ultimately able to stop the program that is sending the bytes. Even though this program 
stops, the computer does not necessarily stop computing. It may switch to running other 
processes while it's waiting at a flow control stop. The above was a little oversimplified 
since there is another alternative of having the application program itself do something 
else while it is waiting to "write".  

Complex Flow Control Example  

For many situations, there is a transmit path involving several links, each with its own 
flow control. For example, I type at a text-terminal connected to a PC with a modem to 
access a BBS. For this I use the application program "minicom" which deals with 2 serial 
ports: one connected to a modem and another connected to the text-terminal. What I type 
at the text terminal goes into the first serial port to minicom, then from minicom out the 
second serial port to the modem, and then onto the telephone line to the BBS. The text-
terminal has a limit to the speed at which bytes can be displayed on its screen and issues a 
flow control "stop" from time to time to slow down the flow. What happens when such a 
"stop" is issued? Let's consider a case where the "stop" is long enough to get thru to the 
BBS and stop the program at the BBS which is sending out the bytes.  

Let's trace out the flow of this "stop" (which may be "hardware" on some links and 
"software" on others). First, suppose I'm "capturing" a long file from the BBS which is 
being sent simultaneously to both my text-terminal and a to file on my hard-disk. The 
bytes are coming in faster than the terminal can handle them so it sends a "stop" out its 
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serial port to the first serial port on my PC. The device driver detects it and stops sending 
bytes from the 8k serial buffer (in main memory) to the terminal. Now minicom still 
keeps sending out bytes for the terminal into this 8k buffer.  

When this 8k transmit buffer (on the first serial port) is full, minicom must stop writing to 
it. Minicom stops and waits. But this also causes minicom to stop reading from the 8k 
receive buffer on the 2nd serial port connected to the modem. Flow from the modem 
continues until this 8k buffer too fills up and sends a different "stop" to the modem. Now 
the modem's buffer ceases to send to the serial port and also fills up. The modem 
(assuming error correction is enabled) sends a "stop signal" to the other modem at the 
BBS. This modem stops sending bytes out of its buffer and when its buffer gets fill, 
another stop signal is sent to the serial port of the BBS. At the BBS, the 8-k (or whatever) 
buffer fills up and the program at the BBS can't write to it anymore and thus temporarily 
halts.  

Thus a stop signal from a text terminal has halted a programs on a BBS computer. What a 
complex sequence of events! Note that the stop signal passed thru 4 serial ports, 2 
modems, and one application program (minicom). Each serial port has 2 buffers (in one 
direction of flow): the 8k one and the hardware 16-byte one. The application program 
may have a buffer in its C_code. This adds up to 11 different buffers the data is passing 
thru. Note that the small serial hardware buffers do not participate directly in flow 
control.  

If the terminal speed limitation is the bottleneck in the flow from the BBS to the terminal, 
then its flow control "stop" is actually stopping the program that is sending from the BBS 
as explained above. But you may ask: How can a "stop" last so long that 11 buffers (some 
of them large) all get filled up? It can actually happen this way if all the buffers were near 
their upper limits when the terminal sent out the "stop".  

But if you were to run a simulation on it you would discover that it's usually more 
complicated than this. At an instant of time some links are flowing and others are stopped 
(due to flow control). A "stop" from the terminal seldom propagates back to the BBS 
neatly as described above. It may take a few "stops" from the terminal to result in one 
"stop" at the BBS. To understand what is going on you really need to observe a 
simulation which can be done for a simple case with coins on a table. Use only a few 
buffers and set the upper level for each buffer at only a few coins.  

Does one really need to understand all this? Well, understanding this explained to me 
why capturing text from a BBS was loosing text. The situation was exactly the above 
example but modem-to-modem flow control was disabled. Chunks of captured text that 
were supposed to also get to my hard-disk never got there because of an overflow at my 
modem buffer due to flow control "stops" from the terminal. Even though the BBS had a 
flow path to the hard-disk without bottlenecks, the overflow due to the terminal happened 
on this path and chunks of text were lost and never even made it to the hard-disk. Note 
that the flow to the hard-disk passed thru my modem and since the overflow happened 
there, bytes intended for the hard-disk were lost.  
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Serial Drivers 
 
The usual view of a serial port 

When discussing the software implementation of a serial port, the first thing that comes 
to mind is /dev/ttyS0, as this is the most known character of serial communication, at 
least on PC-class computers. Since /dev/ttyS0 is a file special file of type ``char'', a 
serial driver is often considered a conventional char driver, and phrases like ``char drivers 
are exemplified by serial ports'' come to mind. Unfortunately, the exemplification is 
basically wrong.  

Actually, the ``char driver'' abstraction doesn't correctly describe serial device drivers 
because there is not specific major number associated to each of them. Actually, you can 
have add-on serial ports that plug in your computer and are managed by specific kernel 
modules but do not get assigned a new major number.  

What makes a serial port different from a more conventional char driver like the printer 
port or a tape drive is its being part of the tty abstraction. Since a serial communication 
channel can be used to plug an alphanumeric terminal, a serial device driver must be 
integrated in the terminal emulator layer, called the ``tty'' abstraction, from the name of 
ancient tele-type devices (still in wide use when Unix was being written)  

Figure 1  
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Overview of tty management 

Flexible and powerful tty handling is made up of several building blocks. You must 
consider that there exist a huge range of tty devices, from VGA and frame-buffer based 
text consoles up to serial communication channels and virtual terminals as exemplified by 
(but not limited to) the xterm application.  

Figure 1 shows the various building blocks that are involved with operation of a serial 
driver. Most files live in drivers/char, if not, the directory specified is relative to the root 
directory of the kernel source tree. The figure shows how each building block is 
registered (registration is there in order to allow each block to be implemented as a kernel 
module).  

The file fs/devices.c exports the interface used by most system resources to register 
device drivers, each identified by a major number). This is how tty_register_driver 
gets hold of a major number if it needs it to support the new tty driver (an object that is 
introduced below). The function is defined by tty_io.c, which also defines the file 
operations that are used to act on tty devices. File operation are the driver-specific 
implementations of read, write and the other system calls that relate to file access.  

What serial.c or other serial drivers do in order to run their own code is registering a 
struct tty_driver object. The ``driver'' declares the major number and the range of 
minor numbers it is going to manage, as well as a number of operations it supports. The 
operations are concerned with input and output of data as well as flow control and 
communication with higher layers. The implementation of these operations, together with 
interrupt handling and actual input/output of data is the scope of hardware drivers for 
serial ports.  

The data flow between user space and the serial device driver, therefore, is mediated by 
the tty layer, that implements functionalities that are common to all tty-type devices. 
However, not all of tty management is defined be tty_io.c, most of the policy is define by 
the line discipline, a software module that disciplines how a physical tty I/O line is used. 
The default line discipline for Linux is called N_TTY, a name that will be explained later. 
If n_tty is active, input data reaches user space via the usual /dev/ interface and the 
standard terminal I/O handling (i.e, all the features defined by <termios.h>, that make 
terminal handling so powerful and so difficult).  

The red line in figure 1 shows the logical flow of data, from the hardware channel up to 
the user-accessible device special file and backwards. What keeps it all together is the 
struct tty data item, that in itself includes a pointer to all three relevant objects: the 
file_operations structure that is used in communicating with user space, the 
tty_driver structure that hosts functions to control real hardware, and the tty_ldisc 
structure that lists all entry points to the current line discipline.  

Why so complex? 

Sure this kind of arrangement may look exceedingly complex. However, as usual, the 
extra complexity is meant to make things ultimately more flexible and powerful. Adding 
support for new serial hardware may be different from writing a conventional char driver, 
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but this setup guarantees full tty emulation on all serial ports without any code replication 
or unneeded complexity in the low-level driver.  

Another advantage of this kind of arrangement, possibly even more important than 
generalized tty support, is in the ability to change the line discipline associated to each tty 
device. Unlike typical device drivers, whose task is connecting an hardware device with 
user space, a serial driver has nothing to do with user space; data it receives from the 
hardware is passed over to the line discipline, and data it receives from software comes 
via a line discipline method.  

A serial driver, therefore, is not concerned in any way with data transfer to/from user 
space. The task is left to the line discipline, together with all the hairy termios handling. 
This makes it possible for serial data to be steered to a different user-space access facility 
than its associated ttyS device special file.  

PPP and slip 

Whenever you dial your modem with ppp to connect to the Internet, or use the simpler 
slip communication protocol to connect the PC to your Linux palm-top, you are 
exploiting the complexity just shown. Both ppp and slip implement their own line 
discipline; when either of them is run, the tty device is switched to a different line 
discipline in order to detach /dev/ttyS0 from the serial port and keep all of serial 
communication within the kernel.  

Figure 2 shows the conceptual layout in the slip case. I chose not to use ppp in the 
example to avoid extra complexity or incorrect simplification. In version 2.4 of the Linux 
kernel the ppp software implementation is split in several files (once again, it's more 
structured to be more powerful and avoid code replication across similar devices). The 
two protocols behave otherwise in the same manner.  

The role of the slip driver, as shown, is registering both a network device (depicted as 
slip0 and a line discipline for tty devices (called N_SLIP). When the tty device is 
switched to the new line discipline, TCP/IP communication can begin. The new line 
discipline sets up data transfer between serial hardware and the network layer; when it is 
active, nothing can be read from or written to the associated /dev/ttyS device. As soon as 
the device (/dev/ttyS0 or equivalent) is closed, the default line discipline is restored. 
Actually, that's the main reason why neither slattach nor pppd can exit after setting up the 
network channel.  
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Figure 2  

 
The individual data structures 

There are three main data structures involved in tty management (and thus, serial 
communication):  

• struct tty_struct: this is the data structure that stays at the core of tty 
management. It includes both of the following structures. An instance of 
tty_struct is created any time a new tty device is opened, and exists until it is 
last closed. Note that actual code (in tty_io.c) is complicated by the need to 
preserve termios settings across close and open, at least for some of the ttys (like 
serial ports).  

• struct tty_driver: this is the low level hardware handling. At open time, the 
function get_tty_driver retrieves the driver for the current tty an places it into 
the driver field of tty_struct, where it is further accessed.  

•  struct tty_driver { 
•   
•      /* the driver states which range of devices it supports */ 
•      short major;         /* major device number */ 
•      short minor_start;   /* start of minor device number*/ 
•      short   num;         /* number of devices */ 
•   
•      /* and has its own operations */ 
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•      int  (*open)(); 
•      void (*close)(); 
•      int  (*write)(); 
•      int  (*ioctl)();  /* device-specific control */ 
•   
•      /* return information on buffer state */ 
•      int  (*write_room)();      /* how much can be written */ 
•      int  (*chars_in_buffer)(); /* how much is there to read */ 
•   
•      /* flow control, input and output */ 
•      void (*throttle)(); 
•      void (*unthrottle)(); 
•      void (*stop)(); 
•      void (*start)(); 
•   
•      /* and callbacks for /proc/tty/driver/ */ 
•      int (*read_proc)(); 
•      int (*write_proc)(); 
•  }; 

  

• struct tty_ldisc: the structure is referenced by the ldisc field of 
tty_struct. At open time the field is initialized to reference n_tty, and user 
programs can change the current line discipline via ioctl, as explained in a while.  

•  struct tty_ldisc { 
•   
•      /* routines called from above */ 
•      int     (*open)(); 
•      void    (*close)(); 
•      ssize_t (*read)(); 
•      ssize_t (*write)(); 
•      int     (*ioctl)(); 
•   
•      /* routines called from below */ 
•      void    (*receive_buf)(); 
•      int     (*receive_room)(); 
•      void    (*write_wakeup)(); 
•  }; 

  

The structures are declared in three different files: tty_struct is a complex structure 
defined in include/linux/tty.h, a header generally devoted to tty issues. Actually, it is not 
as interesting to look at as the other two, because user modules rarely need to directly 
interact with it.  

include/linux/tty_driver.h and include/linux/tty_ldisc.h are devoted exclusively to the 
definition of the relevant data structures. The files carry a prominent comment block that 
explains the exact role of most of the fields. Unlike tty_struct, both tty_driver and 
tty_ldisc are actively used by authors of device driver modules.  

Typically, a kernel module that supports a new kind of hardware transmission will 
implement a tty_driver structure, while a module that uses generic serial hardware for 
a new purpose will implement a line discipline. For example, if you have a special 
keyboard that transmits data via a standard RS-232 serial port, you'll need a line 
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discipline that gathers data packets and send them to either the input mechanism (see 
drivers/input/input.c and include/linux/input.h) or to the generic keyboard driver (using 
handle_scancode(), exported by drivers/char/keyboard.c).  

Listing 1 shows the most important operations declared by the tty_driver data 
structure, while listing 2 depicts those exported by the line discipline. Note that those 
listings are by no means complete, if you look for authoritative information, you should 
read the relevant header files.  

Data flow in reading and writing 

 
Figure 3  

Figure 3 visualizes how data flows from user space down to hardware interfaces and 
backwards. It refers to the specific case of a standard PC serial port with the default line 
discipline attached. The logical stacking of line disciplines (near to user space) and tty 
drivers (near to the hardware itself) should be apparent.  

While writing data is straightforward, the reading process may need some explanation. 
Reading is more complex than writing because there's no direct causal relationship 
between hardware (that pushes up data when it arrives) and user space (that requests data 
when it needs it). The solution is, as you expected, use of buffering: data received by 
hardware remains on hold in a kernel buffer until a user space program requests it; 
whenever a user program asks for data and the buffer is empty, the program is put to 
sleep, and is awaken only when the buffer is filled with at least partially. Note that a write 
buffer exists as well, however, the write implementation is much more straightforward 
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because each step towards hardware level is directly driven by the step above it. There 
are no uncontrolled delays in data transmission, and the buffer is only needed to decouple 
hardware transmission from program flow. The figure does not show it for simplicity.  

When tty devices are concerned, the read buffer lives within the tty data structure; while 
this makes struct tty_struct considerably bigger, there is no point in keeping the 
buffer elsewhere: each tty can't transfer data without a buffer, and tty devices are 
dynamically allocated so no memory is wasted in buffers for unused devices.  

Actually, tty-related buffering is organized in two levels: kernel developers chose to 
provide both a ``conventional'' buffer, where data is waiting to be eaten by the line 
discipline (i.e., in the default case, being transferred to user space), and a ``flip'' buffer, 
used by hardware routines to store incoming data as quickly as possible, without the need 
to synchronize for concurrent access: flip buffers are exclusive ownership of the 
hardware device, which eventually calls tty_flip_buffer_push to deliver data to the tty 
buffer, where the line discipline pulls it from.  

It's interesting to note that the flip buffer is laid out as two physical buffers that are 
alternatively written to. This allows more reliable operation, as the interrupt handler will 
always have a whole buffer available for writing. The function flush_to_ldisc, called by 
the low-level driver and part of the tty layer (i.e., tty_io.c), arranges for the flip buffer to 
be flipped, before the interrupt handler returns. This layout, by the way, is why the flip 
buffer is called so.  

How to use a custom line discipline 

Kernel code, as stated, can register a new line discipline with the tty subsystem, and this 
is also available to modularized code. You could, therefore, write your own line 
discipline and register it. Each line discipline is identified by a number, and a symbolic 
name for it is available, as common with C programming. Assigned numbers are given a 
name by include/asm/termios.h.  

The default tty line discipline is identified by a number of N_TTY, PPP uses N_PPP and so 
on. Unfortunately, no line discipline numbers have currently been reserved for ``local 
use'', so you can only experiment with the numbers that are not used on your system. 
Actually, no official driver currently used N_MOUSE, so this is a good bet for your custom 
line discipline.  

In order to activate the N_MOUSE line discipline, the user space program must use this 
code:  

    #include  
 
    int i = N_MOUSE; 
    ioctl(fd, TIOCSETD, &i); 
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The role of register_serial 

If you noted that drivers/char/serial.c exports a function called register_serial, you may 
wonder what's its role in the tty architecture just outlined. As a matter of facts, the facility 
is only an hook offered by the ``standard'' serial tty driver in order to easy run-time 
addition of standard serial ports. The ``serial'' being registered is not a whole software 
module, but rather, only a definition or parameters to use for the new serial port. The 
parameters are described by struct serial_struct, which in turn is defined by 
include/linux/serial.h; they are used by the conventional serial driver, exploiting the de-
facto standardization that exists on PC serial ports. You can't use the function to register a 
driver for serial hardware of a different kind than a 16450 or compatible UART. The list 
of supported hardware for the PC platform is found in the array uart_config, in serial.c. 
Other platforms offer different implementations for register_serial.  
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Advanced Socket Programming 

 

Distributed object-based applications can be easily developed using Java Remote Method 
Invocation (RMI). The simplicity of RMI, however, comes at the expense of network 
communication overhead. Low-level sockets can be used to develop client/server systems, 
but since most Java I/O classes are not object friendly, how can you transport full-blown 
objects over sockets? Object serialization is the mechanism that allows you to read/write 
full-blown objects to byte streams.  

Combining low-level sockets and object serialization gives you a powerful, efficient 
alternative to RMI that enables you to transport objects over sockets and overcome the 
overhead incurred in using RMI.  

Overview of Object Serialization 

Object serialization is a mechanism that is useful in any program that wants to save the 
state of objects to a file and later read those objects to reconstruct the state of the program, 
or to send an object over the network using sockets. Serializing a class can be easily done 
simply by having the class implement the java.io.Serializable interface. This 
interface is a marker interface. In other words, it does not have any methods that need to be 
implemented by the class implementing it. It is mainly used to inform the Java virtual 
machine (JVM)1 that you want the object to be serialized.  

There are two main classes that are used for reading and writing objects to streams: 
ObjectOutputStream and ObjectInputStream. The ObjectOutputStream provides the 
writeObject method for writing an object to an output stream, and the 
ObjectInputStream provides the readObject method for reading the object from an 
input stream. It is important to note that the objects used with these methods must be 
serialized. That is, their classes must implement the Serializable interface.  

Serializing Existing Classes 

Now that you know the basics of object serialization, let's see how to read/write objects, or 
instances of existing serialized classes, to streams. To write an object to an output stream, 
create an output stream then use the writeObject method to write it to the output stream. 
The source code in Code Sample 1 shows how to save a Date object to a file.  

Note: the Date class is serializable. In other words, it implements the Serializable 
interface.  
<>  

Code Sample 1: SaveDate.java  

import java.io.*; 
import java.util.Date; 
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public class SaveDate { 
 
  public static void main(String argv[]) throws Exception { 
    FileOutputStream fos = new FileOutputStream("date.out"); 
    ObjectOutputStream oos = new ObjectOutputStream(fos); 
    Date date = new Date(); 
    oos.writeObject(date); 
    oos.flush(); 
    oos.close(); 
    fos.close(); 
  } 
} 

 
Reading the object and reconstructing its state is just as easy. The source code in Code 
Sample 2 shows how to read a serialized object and print its information.  

Code Sample 2: ReadDate.java  

import java.io.*; 
import java.util.Date; 
 
public class ReadDate { 
 
  public static void main(String argv[]) throws Exception { 
    FileInputStream fis = new FileInputStream("date.out"); 
    ObjectInputStream ois = new ObjectInputStream(fis); 
    Date date = (Date) ois.readObject(); 
    System.out.println("The date is: "+date); 
    ois.close(); 
    fis.close(); 
  } 
} 

In the example above we have worked with an instance of the Date class, which is an 
existing serialized Java class. The question that may come to mind is: are all existing Java 
class serialized? The answer is: No. Either because they don't need to be, or it doesn't make 
sense to serialize some classes. To find out if a class is serializable, use the tool serialver 
that comes with the JDK. You can either use it from the command line as follows:  

c:\> serialver java.util.Date 

java.util.Date: static final long serialVersionUID = 7523967970034938905L;  

(In this example, we are testing if the Date class is serializable. The output here means that 
the Date class is serializable and it print its version unique identifier.)  

Or, alternatively, you can use the GUI-based serialver tool using the command:  
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c:\> serialver -show 

This command pops up a window similar to Figure 1, where you can write the name of the 
class (including its path) that you want to check. Figure 1 shows that the Date class is 
serializable.  

 
Figure 1: Date is a serializable class  

Again, not all Java classes are serializable. For example, Figure 2 shows that the Socket 
class is not serializable.  

 
Figure 2: Socket is not a serializable class  

Serializing Custom Classes 

Now, let's see how to serialize a custom class. In this example, we create a custom class, 
UserInfo which is shown in Code Sample 3. To make it serializable, it implements the 
Serializable interface.  

Code Sample 3: UserInfo.java  

import java.io.*; 
import java.util.*; 
 
public class UserInfo implements Serializable { 
   String name = null; 
 
   public UserInfo(String name) { 
      this.name = name; 
   } 
 
   public void printInfo() { 
      System.out.println("The name is: "+name); 
   } 
} 

 
The next step is to create a class that creates a instance of the UserInfo class and writes the 
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object to an output stream as shown in Code Sample 4. The output stream in this example 
is a file called "name.out". The important thing to note from Code Sample 4 is that the 
writeObject method can be called any number of times to write any number of objects to 
the output stream.  

Code Sample 4: SaveInfo.java  

import java.io.*; 
import java.util.Date; 
 
public class SaveInfo { 
 
  public static void main(String argv[]) throws Exception { 
    FileOutputStream fos = new FileOutputStream("name.out"); 
    ObjectOutputStream oos = new ObjectOutputStream(fos); 
    // create two objects 
    UserInfo user1 = new UserInfo("Java Duke"); 
    UserInfo user2 = new UserInfo("Java Blue"); 
    // write the objects to the output stream 
    oos.writeObject(user1); 
    oos.writeObject(user2); 
    oos.flush(); 
    oos.close(); 
    fos.close(); 
  } 
} 

 

Finally, we write a class that reads the objects that have been saved, and invokes a method 
as shown in Code Sample 5. Again, as with writeObject, the readObject method can be 
called any number of times to read any number of objects from the input stream.  

Code Sample 5: ReadInfo.java  

import java.io.*; 
import java.util.Date; 
 
public class ReadInfo { 
 
  public static void main(String argv[]) throws Exception { 
    FileInputStream fis = new FileInputStream("name.out"); 
    ObjectInputStream ois = new ObjectInputStream(fis); 
    // read the objects from the input stream (the file name.out) 
    UserInfo user1 = (UserInfo) ois.readObject(); 
    UserInfo user2 = (UserInfo) ois.readObject(); 
    // invoke a method on the constructed object 
    user1.printInfo(); 
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    user2.printInfo(); 
    ois.close(); 
    fis.close(); 
  } 
} 

 

To try out this example, compile the source files: UserInfo.java, SaveInfo.java, and 
ReadInfo.java. Run SaveInfo, then ReadInfo, and you would see some output similar to 
this:  

The name is: Java Duke 
The name is: Java Blue 

Transporting Objects over Sockets 

Now that we have seen how to write and read objects to/from I/O streams in a single 
process, let's see how to transport objects over sockets. First, we will see how to transport 
existing object (such as the Date object), then we will see how to transport custom objects.  

Transporting an existing object 

The daytime protocol is a widely used protocol by computers running UNIX or any other 
operating system. The server in this protocol listens on port 13 waiting for client requests. 
When a client opens a connection to port 13, the server replies with the current day and 
time. You can try it out simply by telneting to port 13 of a machine that is running the 
daytime protocol. Try this:  

c:\> telnet prep.ai.mit.edu 13  

If all goes well, you should see a Connection to host lost message along with the current 
day and time of the remote machine: prep.ai.mit.edu.  

This protocol is quite easy to implement. Note, however, that the protocol requires that the 
current day and time are sent using standard ASCII characters. However, we are going to 
send that information as an object (the Date object). Also, in order to run a service on port 
13, you must have special administrative privileges; we will run our service on a different 
port number, greater than 1023.  

Here we develop a multi-threaded DateServer that listens on port 3000 and waits for 
requests from clients. Whenever there is a request, the server replies by sending a Date 
object (over sockets) to the client as shown in Code Sample 6.  

Code Sample 6: DateServer.java  

import java.io.*; 
import java.net.*; 
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import java.util.*; 
 
public class DateServer extends Thread { 
 
   private ServerSocket dateServer; 
  
 
   public static void main(String argv[]) throws Exception { 
     new DateServer(); 
   } 
 
   public DateServer() throws Exception { 
     dateServer = new ServerSocket(3000); 
     System.out.println("Server listening on port 3000."); 
     this.start(); 
   }  
 
   public void run() { 
     while(true) { 
       try { 
        System.out.println("Waiting for connections."); 
        Socket client = dateServer.accept(); 
        System.out.println("Accepted a connection from: "+ 
client.getInetAddress()); 
        Connect c = new Connect(client); 
       } catch(Exception e) {} 
     } 
   } 
} 
 
class Connect extends Thread { 
   private Socket client = null; 
   private ObjectInputStream ois = null; 
   private ObjectOutputStream oos = null; 
     
   public Connect() {} 
 
   public Connect(Socket clientSocket) { 
     client = clientSocket; 
     try { 
      ois = new ObjectInputStream(client.getInputStream()); 
      oos = new ObjectOutputStream(client.getOutputStream()); 
     } catch(Exception e1) { 
         try { 
            client.close(); 
         }catch(Exception e) { 
           System.out.println(e.getMessage()); 
         } 
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         return; 
     } 
     this.start(); 
   } 
 
   
   public void run() { 
      try { 
         oos.writeObject(new Date()); 
         oos.flush(); 
         // close streams and connections 
         ois.close(); 
         oos.close(); 
         client.close();  
      } catch(Exception e) {}        
   } 
} 

 
 
Note: the DateServer is a multi-threaded server that is implemented by inheriting from the 
Thread class. Another approach to developing multi-threaded servers is to implement the 
Runnable interface instead (inheritance vs. composition). 
  

<>The client, DateClient, does not have to send any messages to the DateServer once a 
connection has been established. It simply receives a Date object that represents the current 
day and time of the remote machine. The client receives the object and prints the date as 
shown in Code Sample 7.  

Code Sample 7: DateClient.java  

import java.io.*; 
import java.net.*; 
import java.util.*; 
 
public class DateClient { 
   public static void main(String argv[]) { 
      ObjectOutputStream oos = null; 
      ObjectInputStream ois = null; 
      Socket socket = null; 
      Date date = null; 
      try { 
        // open a socket connection 
        socket = new Socket("yourMachineNameORipAddress", 3000); 
        // open I/O streams for objects 
        oos = new ObjectOutputStream(socket.getOutputStream()); 
        ois = new ObjectInputStream(socket.getInputStream()); 
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        // read an object from the server 
        date = (Date) ois.readObject(); 
        System.out.print("The date is: " + date); 
        oos.close(); 
        ois.close(); 
      } catch(Exception e) { 
        System.out.println(e.getMessage()); 
      } 
   } 
} 

 
To run this example, the first step is to replace the bold line in DateClient with the 
machine name or IP address where the DateServer will run. If both, the DateServer and 
DateClient, will run on the same machine then you can use "localhost" or "127.0.0.1" as 
the machine name. The next step is to compile the source files DateServer.java and 
DateClient.java. Then run the DateServer in one window (if you are working under 
Windows) or in the background (if you are working under UNIX) and run the DateClient. 
The client should print the current date and time of the remote machine.  

Transporting Custom Objects 

In the previous example, we have worked with existing objects. What if you want to 
transport your own custom objects. Is the process different?  

In this example, we write an array multiplier server. The client sends two objects, each 
representing an array; the server receives the objects, unpack them by invoking a method 
and multiplies the arrays together and sends the output array (as an object) to the client. 
The client unpacks the array by invoking a method and prints the new array.  

We start by making the class, whose objects will be transportable over sockets, serializable 
by implementing the Serializable interface as shown in Code Sample 8.  

Code Sample 8: SerializedObject.java  

import java.io.*; 
import java.util.*; 
 
public class SerializedObject implements Serializable { 
   private int array[] = null; 
 
   public SerializedObject() { 
   } 
 
   public void setArray(int array[]) { 
     this.array = array; 
   } 
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   public int[] getArray() { 
     return array; 
   } 
} 

 
The next step is to develop the client. In this example, the client creates two instances of 
SerializedObject and writes them to the output stream (to the server), as shown from the 
source code in Code Sample 9.  

Code Sample 9: ArrayClient.java  

import java.io.*; 
import java.net.*; 
 
public class ArrayClient { 
   public static void main(String argv[]) { 
      ObjectOutputStream oos = null; 
      ObjectInputStream ois = null; 
      // two arrays 
      int dataset1[] = {3, 3, 3, 3, 3, 3, 3}; 
      int dataset2[] = {5, 5, 5, 5, 5, 5, 5}; 
      try { 
        // open a socket connection 
        Socket socket = new Socket("YourMachineNameORipAddress", 4000); 
        // open I/O streams for objects 
        oos = new ObjectOutputStream(socket.getOutputStream()); 
        ois = new ObjectInputStream(socket.getInputStream()); 
        // create two serialized objects 
        SerializedObject so1 = new SerializedObject(); 
        SerializedObject so2 = new SerializedObject(); 
        SerializedObject result = null; 
        int outArray[] = new int[7]; 
        so1.setArray(dataset1); 
        so2.setArray(dataset2); 
        // write the objects to the server 
        oos.writeObject(so1); 
        oos.writeObject(so2); 
        oos.flush(); 
        // read an object from the server 
        result = (SerializedObject) ois.readObject(); 
        outArray = result.getArray(); 
        System.out.print("The new array is: "); 
        // after unpacking the array, iterate through it 
        for(int i=0;i<outArray.length;i++) { 
          System.out.print(outArray[i] + "   "); 
        } 
        oos.close(); 
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        ois.close(); 
      } catch(Exception e) { 
        System.out.println(e.getMessage()); 
      } 
   } 
} 

Now we need to develop the server, ArrayMultiplier. This server is similar to Code 
Sample 6. The only difference is in the processing. In this example, the server receives two 
objects, unpacks them and then multiplies the arrays together and finally sends the output 
as an object to the client. The ArrayMultiplier is shown in Code Sample 10.  

Code Sample 10: ArrayMultiplier  

import java.io.*; 
import java.net.*; 
 
public class ArrayMultiplier extends Thread { 
 
   private ServerSocket arrayServer; 
  
 
   public static void main(String argv[]) throws Exception { 
     new ArrayMultiplier(); 
   } 
 
   public ArrayMultiplier() throws Exception { 
     arrayServer = new ServerSocket(4000); 
     System.out.println("Server listening on port 4000."); 
     this.start(); 
   }  
 
   public void run() { 
     while(true) { 
       try { 
        System.out.println("Waiting for connections."); 
        Socket client = arrayServer.accept(); 
        System.out.println("Accepted a connection from: "+ 
client.getInetAddress()); 
        Connect c = new Connect(client); 
       } catch(Exception e) {} 
     } 
   } 
} 
 
class Connect extends Thread { 
   private Socket client = null; 
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   private ObjectInputStream ois = null; 
   private ObjectOutputStream oos = null; 
     
   public Connect() {} 
 
   public Connect(Socket clientSocket) { 
     client = clientSocket; 
     try { 
      ois = new ObjectInputStream(client.getInputStream()); 
      oos = new ObjectOutputStream(client.getOutputStream()); 
     } catch(Exception e1) { 
         try { 
            client.close(); 
         }catch(Exception e) { 
           System.out.println(e.getMessage()); 
         } 
         return; 
     } 
     this.start(); 
   } 
 
   public void run() { 
      SerializedObject x = null; 
      SerializedObject y = null; 
      int dataset1[] = new int[7]; 
      int dataset2[] = new int[7]; 
      int result[] = new int[7]; 
      try { 
         x = (SerializedObject) ois.readObject(); 
         y = (SerializedObject) ois.readObject(); 
         dataset1 = x.getArray(); 
         dataset2 = y.getArray(); 
         // create an array by multiplying two arrays 
         for(int i=0;i<dataset1.length;i++) { 
           result[i] = dataset1[i] * dataset2[i]; 
         } 
         // ship the object to the client 
         SerializedObject output = new SerializedObject(); 
         output.setArray(result); 
         oos.writeObject(output); 
         oos.flush(); 
         // close connections 
         ois.close(); 
         oos.close(); 
         client.close();  
      } catch(Exception e) {}        
   } 
} 
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To run this example, modify the ArrayClient source specifying the machine name or IP 
address where the ArrayMultiplier server will run. Note that if you wish to run the server 
and client of this particular example on two different machines then both machines must 
have a copy of the SerializedObject class. This breaks information hiding and force tight 
coupling. A solution to this problem would be to write an interface that extends the 
Serializable interface and then have the SerializedObject class in Code Sample 8 
implement the new interface. Using this technique, you only need to provide copies of the 
interface to the client and server, but not implementation.  

If you run the ArrayMultiplier and ArrayClient successfully, you should get the output:  

The new array is: 15   15   15   15   15   15   15 

RMI vs. Sockets and Object Serialization 

The Remote Method Invocation (RMI) is a Java system that can be used to easily develop 
distributed object-based applications. RMI, which makes extensive use of object 
serialization, can be expressed by the following formula:  

RMI = Sockets + Object Serialization + Some Utilities  

The utilities are the rmi registry and the compiler to generate stubs and skeletons.  

If you are familiar with RMI, you would know that developing distributed object-based 
applications in RMI is much simpler than using sockets. So why bother with sockets and 
object serialization then?  

The advantages of RMI in comparison with sockets are:  

 Simplicity: RMI is much easier to work with than sockets  
 No protocol design: unlike sockets, when working with RMI there is no need to 

worry about designing a protocol between the client and server -- a process that is 
error-prone.  

The simplicity of RMI, however, comes at the expense of the network. There is a 
communication overhead involved when using RMI and that is due to the RMI registry and 
client stubs or proxies that make remote invocations transparent. For each RMI remote 
object there is a need for a proxy, which slows the performance down.  

 

Object Serialization Pitfall 

When working with object serialization it is important to keep in mind that the 
ObjectOutputStream maintains a hashtable mapping the objects written into the stream to a 
handle. When an object is written to the stream for the first time, its contents will be copied 
to the stream. Subsequent writes, however, result in a handle to the object being written to 
the stream. This may lead to a couple of problems:  
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 If an object is written to the stream then modified and written a second time, the 
modifications will not be noticed when the stream is deserialized. Again, the reason 
is that subsequent writes results in the handle being written but the modified object 
is not copied into the stream. To solve this problem, call the 
ObjectOutputStream.reset method that discards the memory of having sent an 
object so subsequent writes copy the object into the stream.  

 An OutOfMemoryError may be thrown after writing a large number of objects into 
the ObjectOutputStream. The reason for this is that the hashtable maintains 
references to objects that might otherwise be unreachable by an application. This 
problem can be solved simply by calling the ObjectOutputStream.reset method to 
reset the object/handle table to its initial state. After this call, all previously written 
objects will be eligible for garbage collection.  

The reset method resets the stream state to be the same as if it had just been constructed. 
This method may not be called while objects are being serialized. Inappropriate 
invocations of this method result in an IOException.  
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