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Project subject 
 

Bluetooth and IrDA, two solutions for wireless communication. 
Application: IrDA modem implemented in Verilog Hardware 

Description Language. 
 

Abstract 
The project analyses the two wireless technologies that are entering the market, both 

individually and together in an attempt to underline their advantages and disadvantages. 
The first part describes the Bluetooth technology in more general terms. It will explain what 

Bluetooth is, how it can affect us in various ways, what  different applications and products exists. 
The second part deals with infrared standard technology, also known as IrDA. The use of 

infrared techniques for data communications has been around for several years, and by 1993 
several commercial products were available with this capability. However, each company has 
tended to have its own infrared standard, and although devices from the same manufacturer could 
communicate with each other, competing systems tended not to be interoperable. 

The third part deals with the comparison between the two technologies, pointing out their 
best uses and features in specific applications. 

The application is a implementation of an IrDA modem, at the physical layer of the 
technology. It facilitates the data transfer by modulating the serial signal and preparing it for 
transfer via an infrared beam. At the other end it demodulates the signal received from the infrared 
beam and recovers the serial data. 

 
 
 

Abstract 
Proiectul analizeaza 2 tehnologii de comunicatie fara fir care s-au lansat de curand, atat 

individual, cat si printr-o comparatie intr-o incercare de a sublinia avantajele si dezavantajele 
fiecareia. 

Prima parte descrie tehnologia Bluetooth in termeni generali. Explica impactul asupra 
societatii si produsele existente. 

A doua parte trateaza tehnologia infrarosu standard cunoscuta si sub numele de IrDA. 
Utilizarea tehnologiei infrarosu pentru comunicatia de date exista de mai mult timp, iar pana in 
anul 1993 mai multe produse comerciale o implementau. Insa fiecare companie avea standardul 
sau si desi produsele aceleiasi companii erau perfect compatibile, echipamente concurente nu 
puteau comunica. 

A treia parte trateaza comparatia intrte cele doua tehnologii, aratand avantajele si aplicatiile 
cele mai potrivite pentru fiecare. 

Aplicatia este o implementare a unui modem IrDA, la nivelul fizic specificat in tehnologia 
standard. Realizeaza transferul de date moduland semnalul serial si pregatindu-l pentru transferul 
prin unda infrarosie. La celalalt capat demoduleaza semnalul primit prin unda si recupereaza 
datele. 
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Preface 
 

For each day that passes, the term wireless becomes more and 
more used. In just a few years, manufacturers of different kinds 
speculates that almost every computer peripheral will be wireless, 
kitchen tools will be controlled cordlessly, entire houses will 
theoretically be accessible without wires and there are many more 
possible wireless applications. 

To make this wireless future possible the need of a high-speed 
standard that can be used globally is immense. This standard already 
exists and develops for each day that passes. Several large companies 
with Ericsson in front have developed and adopted a technique that 
fulfils these requirements. The technique, called Bluetooth is a short-
range microwave-based radio-system. 

Bluetooth progress have just started to accelerate and has a 
long way until development of hardware, applications etc. has reached 
its limits. But one can be sure that Bluetooth will play a great and 
important role in the world of tomorrow. Focusing on the near future 
one of the primary Bluetooth fields of applications will be to replace 
computer cables. 
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Part A – Bluetooth History and 
Status 

 
 
 
 
 
 
 
 

This part describes the 
Bluetooth technology in 
more general terms. It will 
explain what Bluetooth is, 
how it can affect us in 
various ways, what  
different applications and 
products exists. 
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History 
 

Bluetooth is said to be the fastest growing technology ever. 
Behind this statement lies hard work and lots of collaboration. To fully 
understand Bluetooth and its success, a trip back in time may be 
useful; Partly a few years back when the Bluetooth technology arose 
and partly 1000 years back when king Harald Bluetooth ruled. Harald 
Blaatand, Bluetooth in English, was a Viking king who ruled Denmark 
in the years between 940 and 981. Haralds major achievement was to 
unite and control Denmark and Norway. According to Viking lifestyle 
Harald enjoyed and found it honourable to fight for treasures in foreign 
lands, he also played an active part in domestic battles and other 
disturbances, he was after all a king. One of Harald’s and other 
Vikings’ opinions was that after a crucial battle all participators 
gathered under more relaxed circumstances to drink, eat and talk. A 
gathering of this sort was called a gille, which can be translated to 
feast, guild or society. A gille where several parties with different 
opinions meet, discuss and socialise pretty much describe the founders 
intentions of how the Bluetooth technology concept should arise and 
evolve. 

In 1994 Ericsson Mobile Communications initiated a study of a 
low-powered and cheap radio-interface between mobile phones and 
mobile accessories. As the study progressed the people involved 
started to realise what possibilities this new technique could have. 
Ericsson realised that to make something big out of this they would 
need help. So, to be able to sell wireless products in a beneficial 
manner companies from all kinds of sectors would have to co-operate 
to make this cable replacing technique something special. Intel was 
the first to be contacted and during the initial conversations the 
project name Bluetooth came up as the result of somebody’s historic 
interest. 

Bluetooth was later on, in lack of anything better, adopted as the 
official name for this technique. Other companies representing 
different areas were invited and involved resulting in the creation of 
the Special Interest Group (SIG). Bluetooth was envisioned to be an 
open, global standard and together these companies laid the ground 
for this. The SIG originally consisted of five promoters. Ericsson, IBM, 
Intel, Nokia and Toshiba. Later four more promoters joined the SIG; 
Lucent, 3Com, Motorola and Microsoft. Besides the promoters several 
adopters have signed the SIG adopters agreement. 

Today the number of Adopters/Associates is almost 1900, and 
with their different  knowledge and power of initiative they make the 
future of Bluetooth more than promising. 
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Bluetooth advantages 
 

Bluetooth operates in a radio-licence free frequency band called 
Industrial, Scientific, Medicine (ISM) band that enables a product to 
operate worldwide without buying licences or paying royalties. It is a 
user-friendly radio interface designed at first as a cable replacement 
for the mobile phone market, but has since then grown to a short-
range wireless networking solution. The frequency hopping technique 
used by Bluetooth makes it very resistant against interference. This is 
needed in the ISM band because of the vast amount of other products 
operating in that band. The Bluetooth standard supports both data and 
voice communication, which is very important in making the Bluetooth 
standard competitive against other standards that only supports one 
kind of communication. The Bluetooth modules or chips are small, 
robust against interference and consumes very little power. This is a 
key feature that makes Bluetooth an ideal solution for portable 
wireless devices such as Personal Data Assistants (PDAs), headsets 
etc. Since the output power is much lower than that of a mobile phone 
Bluetooth opens possibilities to communicate wirelessly without any 
potential RF radiation hazards.  

Bluetooth is an open standard, which makes it attractive for 
manufacturers and in conjunction with the rigorous qualification 
program it ensures interoperability between devices of different kinds 
and different manufacturers. The services provided by Bluetooth are 
already extensive and the number of services that can be supplied by 
Bluetooth are expected to increase dramatically. Another attractive 
feature is the relatively short time-to-market predicted in the near 
future for a product using Bluetooth. 

A factor that always has to be considered is whether or not a 
market will accept the new technology, in the case of Bluetooth some 
1800 companies has already signed an adopters agreement and many 
of them are currently developing products incorporating Bluetooth. The 
large number of adopters in such a short time is unprecedented in 
industrial history and is a very promising start for the Bluetooth 
technology. 
 
 
Bluetooth disadvantages 
 

The Bluetooth standard has a default range of about 10 meters 
although extendable to 100 meters it is still a short range when 
comparing to other solutions, possibly with an exception for infrared. 
Furthermore obstacles such as walls may impede the range. For 
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portable devices there is always the issue of the time between 
recharging the batteries. 

The Bluetooth’s bandwidth is only 1 MHz per channel, this is not 
enough for e.g. video applications and some other multimedia 
applications. In the future the bandwidth of Bluetooth will be enhanced 
but Bluetooth will still be trailing after other media in the case of raw 
bandwidth. 

In the future when Bluetooth has become widely spread there is 
the possibility that it may become rather cramped in the frequency 
band especially in crowded places like an airport. The maximum 
amount of piconets within a room with an acceptable degradation in 
performance is today 10 piconets. 

IEEE is working on making the Bluetooth standard an official 
IEEE standard to be called IEEE 802.15 but they have found 
inconsistencies in the specification, these makes it hard to write 
consistent test procedures. 
 
 
Alternatives and competitors 
 
The Bluetooth’s main competition comes from other wireless interfaces 
like short-range Infrared devices, IrDA, Radio LANs like the IEEE 
802.11, SWAP and Apples AirPort or conventional Radio interfaces like 
DECT. The infrared devices however has a major disadvantage, they 
require an unobstructed line of sight between the communicating 
devices. Radio LANs often need a base station that makes for a great 
loss in mobility and increased cost. The IEEE 802.11 operates in the 
same frequency band and like Bluetooth it uses frequency hopping but 
at a slower rate, furthermore it has no voice support. Bluetooth is not 
meant to be a competitor to DECT, however in some applications like 
the three-in-one telephone it may be. 

None of these interfaces provides the same interoperability 
between devices of different manufacturers that Bluetooth does. And 
presumably none of the above listed techniques will be as widely 
spread as Bluetooth. Bluetooth is in fact on the verge of becoming a de 
facto world standard for short-range wireless communications. 
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Bluetooth Chips and Modules 
 

The Bluetooth chip or module is the heart of the communication 
between Bluetooth devices. The predicted boom in Bluetooth products 
will make the production of Bluetooth chips a veritable gold mine for 
chip manufacturers, predictions have been made that by the year 
2004 the Bluetooth chip market will be worth 3.4 billion US dollars. 
The race is on to take market shares. 
 
Models 
 

From a manufacturers point of view there are some criteria that 
are more important than others regarding the Bluetooth chip or 
module to be used. These include the following: 

? ?Component reliability 
? ?Component availability 
? ?Power consumption 
? ?Radio performance 
? ?Size 

The priorities for each of these factors vary from application to 
application but all apply to some extent.  

The two major groups of Bluetooth solutions are Modular 
solutions, or modules, and One-chip solutions. These are respectively 
more suitable in different applications.  

Some applications e.g. mobile phones will probably need an 
altogether different solution. 
 
 
Modular solutions 
 

The modular solution comprises of a printed circuit board (PCB) 
on which the Radio, Baseband, CPU and Memory (both FLASH and 
RAM) chips are fastened. These are called Bluetooth modules. There 
are a few different configurations depending on how many parts that 
are integrated into the chips. 

? ?In a 5-chip solution all parts have their own chip. 
? ?A 3-chip solution contains a FLASH chip, the Radio and a 

Link Controller containing the Baseband, CPU and RAM-memory. 
? ?A 2-chip solution contains a Link Controller (containing 

the Baseband, CPU, RAM-and FLASH-memory) and a Radio chip.  
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 In some designs 
the antenna is also 
incorporated in  the 
module. The 3 and 2-
chip modules will 
probably be the most 
common Bluetooth 
devices in the beginning 
before any one-chip 
solutions have entered 
the market. One-chip 
solutions 

In a one-chip 
design all parts of the 
Bluetooth module are incorporated in a single silicon chip. So far only 
one company has showed a one-chip design but no one has displayed 
a one-chip solution. 

The one-chip solution will be the ideal Bluetooth solution when 
small size and low power consumption are the big issues. 

A small Swedish company called Bluetronics has developed a 
true one-chip solution; it consists of a plastic chip, which includes 
everything including the antenna. It can be explained as a hybrid 
between a PCB and a silicon chip with all parts integrated in the chip. 
 
 
Other solutions 
 

In e.g. mobile phones it may be possible to embed the Bluetooth 
Baseband within the cellular Baseband in a separate device so only the 
radio part will be needed. There will certainly be many more Bluetooth 
solutions in the future. 
 
 
Antennas 
 

The antenna can either be incorporated in the Bluetooth module 
or chip or it can be a freestanding part, internal or external, in the 
product. 

For many products using Bluetooth size will be a major issue, 
this also applies to the antenna, this factor and the environment in 
which the product is thought to operate have an impact on the design 
of the antenna. The Bluetooth standard specifies that a Bluetooth 
product must have a minimum rage of 10 m in an unobstructed space, 
furthermore the antenna must be omnidirectional. Not many 
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companies have the expertise or manpower to design a unique 
antenna to their product. There are companies specialized in antennae 
design and it is a good advice to contact such a company or buy a 
module complete with an antenna. 
 
 
Choosing model 
 

If you want to incorporate Bluetooth in a desktop computer, size 
is not an issue nor is power consumption, prize however is since the 
PC market is highly competitive. If you want to construct a small 
wireless handset, size and power consumption are very important. If 
you want to equip e.g. a PDA with Bluetooth, prise is a major issue so 
as not to make the product too expensive compared to the non-
Bluetooth enabled product. Apart from that size and power 
consumption are still big issues in the PDA case. Which solution that 
fits best will be up to the manufacturer to decide. 

The modular solution is still the only solution in production and it 
is predicted to be cheaper than the one-chip solution for yet some 
time. The size of a two-chip solution is not very much bigger than the 
proposed one-chip solutions. 

The one-chip solution involves a CMOS radio, which is a new 
technology, thereby the development cost of a one-chip solution is 
much higher than for a modular solution. The mass-production though 
is cheap and easy. 

 
 
Host interface level 
 

The host interface can be laid at different levels. The normal is 
on the Host Controller Interface (HCI) level, but for some applications 
or when the product in which one want to incorporate Bluetooth 
already exists, it is sometimes more suitable to have the host interface 
at a higher level. This can simplify the implementation of Bluetooth 
into the product but it comes with a higher cost. 
The two solutions are called two-CPU or host based solution and one-
CPU or none host based solution, sometimes called an embedded 
solution. The host-based solution uses a Bluetooth module or chip, 
which communicates with the host via HCI, in the host the higher 
layers reside. Some applications like mice or keyboards has no CPU 
that can be host for the Bluetooth higher layers so the entire protocol 
stack will have to reside in the Bluetooth module. There is then an 
interface to the application outside the Bluetooth module called 
Application Programming Interface (API).  
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Power Consumption 
 

Similar to all other electronic equipment, Bluetooth devices need 
a power source. There are several possibilities to implement these: 
solar power, kinetic power and chemical power just to name a few. 
Today, the most common alternative is chemical power implemented 
as batteries. The main setbacks for the other alternatives are need for 
direct light and the low power generation, respectively. Common for 
the two latter alternatives is higher cost compared to batteries. 
Therefore, it is likely that batteries will be the main power source for 
mobile Bluetooth products.  

Virtually all Bluetooth devices will be intended for mobile use and 
it is likely that the size of the devices will be an important issue. This 
opens a new market for the battery manufacturers; the need for small, 
lightweight batteries will increase in the same pace as the number of 
wireless products will. 
 
 
The chip’s power consumption 
 

The stand-by time for a Bluetooth chip is three months with an 
ordinary, rechargeable ‘freestyle-battery’ of 600 mAh. In this mode, 
the Bluetooth chip needs a current of 0,3 mA. In voice mode, with one 
SCO link, a battery of this type last for 60 hours. If the chip is used for 
data traffic only, the time is 100 hours with 20% utilization. Note that 
there are more powerful batteries than the one used in this example. 
The modern batteries of AA size that are not rechargeable have a 
capacity of well over 2000 mAh. 
 
 
Stand-alone Bluetooth solutions 
 

In stand-alone device, such as a headset or a camera, the 
demands on the batteries will be very high. Obviously, the 
requirements of batteries in a lightweight headset will be even higher 
than in the camera, which may be heavier without any functional 
disturbances. 

The Bluetooth Radio has a maximal output power of 100 mW, a 
standard mobile phone between 0,5 and 2 W. This means that the 
desired properties of the battery are quite different for the Bluetooth 
device. Here we need lower current for a long time and it is very 
important that the batteries do not become uncharged if they are not 
used. 
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Common to all stand-alone Bluetooth products is that there will 
be a need for highly specialized batteries. Different products will have 
different needs, not only of the physical shape of the battery, but also 
of its electrical properties. It is likely that the battery will be a 
significant part of the total cost for the customer, especially if it does 
not use any type of standard battery. In deed, a number of new 
standard types of batteries may appear, but there will always be 
special ones – just visit your nearest mobile phone retailer and you will 
see a jungle of batteries for different phones. 
 
 
 
Built-in Bluetooth solutions 
 

A Bluetooth device that is designed to enhance a laptop 
computer, printer or similar equipment that is much more power 
consuming than the Bluetooth device, will nothave a built in power 
source. It will simply use the power served in the port where it is 
plugged in. However, the power consumption of such devices will not 
be unimportant, the buyer cannot accept that the operating time of 
the original product decreases significantly.  

Areas where it is possible to completely disregard the power 
consumption are stationary  devices, such as a TV or a computer, and 
‘semi-mobile’ devices such as car equipment. In these  cases the 
Bluetooth device will always have insignificant power consumption with 
respect to the one offered. 
 
 

 
Bluetooth and Safety 

 
In today’s society the term e-commerce is frequently used. In 

the future it is not unlikely that we will use personal electronic devices 
to do the paying instead of using money, credit cards etc. This very 
day we use the Internet to pay our bills or as a medium to buy and 
order things we want. This means that we must trust electronic 
devices instead of ourselves. So, safety or security issues in networks 
(Internet, mobile nets etc.) have become very important. Many 
companies developing Bluetooth applications will thoroughly have to 
go through all security aspects. 
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What makes Bluetooth safe? 
 

Bluetooth is designed to meet the demands of safety. A radio 
signal can easily be intercepted, therefore it is of great importance 
that Bluetooth-enabled devices have methods to prevent 
eavesdropping, modification of data or use of false identity. 

Security in Bluetooth devices exists in different levels, but 
Bluetooth security is not intended to replace existing network security 
features. Additional application level security can be implemented for 
extra high security i.e. for e-commerce. 

These methods exist to maintain security in Bluetooth device: 
? ?Every unit has a unique Bluetooth Address (BD_ADDR). 
? ?PIN (Personal Identity Number) codes for set-up 

procedures. 
? ?Keys for authentication and encryption. 
? ?Predefined algorithms for authentication and encryption. 
? ?Implementation of additional application level security. 
? ?Frequency hopping. 
? ?Limitations of transmission range. 

Since different applications have different demands on security, 
flexibility in the use of the link-level security is needed. Therefore 
three security modes are defined. 

Mode 1. Non-secure: 
Advantageous when dealing with non-sensitive 

information. Bypasses the link-level security functions so that no 
security procedure is initiated. 

Mode 2. Service-level security: 
Favourable when applications with different security 

requirements running in parallel. A device does not initiate security 
procedures until channel establishment at L2CAP level. 

Mode 3. Link-level security: 
In this mode the link manager enforces security at a 

common level for all applications at the beginning of the connection. 
Less flexible than Mode 2 but easier to implement and more suitable 
for enforcing a common security level. 
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Personal Safety 
 
Radiation 
 

A topic of great concern in these days is whether or not the body 
is affected by the radio energy different radio units emit. Health issues 
are to be taken serious and are a very important issue for developers 
of radio products. However, it is a fact that scare-stories are very 
popular material in media. The target for most criticism has been 
mobile phones and it is most likely that personal safety issues 
concerning the Bluetooth technology soon will start to appear in all 
kinds of surveys and news articles. 

The question that follows is if Bluetooth causes health effects of 
any kind? Many Bluetooth devices will be used and worn close to the 
body. For instance the Ericsson Bluetooth headset, were the Bluetooth 
chip is constantly very close to the ear. Bluetooth uses the same 
frequencies as microwave ovens and microwave ovens are used to 
heating food to very high temperatures. Can this really be good? Well, 
the output power of a microwave oven is about 1000 W, a Bluetooth 
device for normal applications use only 1 mW (0 dBm). The difference 
is huge so we do not need to worry about being cooked for dinner. 

Comparing conventional mobile phones with Bluetooth products 
is also interesting. The maximum output power for a mobile phone 
using frequencies from 450 to 2200 MHz is between 10 mW and 2 W. 
The output power for a Bluetooth device is normally 1 mW (0 dBm) 
and for extended range (100m) still only 100 mW (20 dBm). So as we 
can see the difference is quite big between 100 mW and 2 W. 

 
Three facts to assure that Bluetooth is safe: 
1. Bluetooth devices exposure levels are far below existing 

safety limits. 
2. No testing is  needed at Bluetooth standard output level. 
3. Several health organisations support the standards and 

recommendations that a Bluetooth device RF absorption is tested 
against. 
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Part B – Technical Description 
of 

Bluetooth 
 
 
 
 
 
 

This part describes the 
Bluetooth standard. The 
focus is on the individual 
protocols’ functionality and 
how we can utilise it. It is 
written to give the reader a 
basic understanding of 
Bluetooth and its 
functionality. 
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The Specification 
 

The Bluetooth Specification is divided into two Volumes: The 
Core and the Profiles. The Core describes the radio characteristics and 
protocol hierarchy and functionality. The Profiles describes profiles for 
using the Bluetooth protocols in different applications to ensure 
interoperability. This document focuses on the Core volume. However, 
parts of the Profiles volume are also included. 
 
 
The protocol stack 
 

This is a simplified model of the Bluetooth protocol stack. Only 
layers that are described in this part are included. More detailed 
models are available in the Specification. 

 
 

 
Simplified Bluetooth protocol stack 

 
 
 

Bluetooth Radio 
 

To operate world-wide the Bluetooth radio uses a frequency 
band called Industrial, Scientific, Medicine (ISM) band, which in most 
parts of the world ranges between 2400 – 2483.5 MHz. This band is 
free to be used by anyone in any product and is subsequently subject 
to massive interference e.g. from garage door openers or microwave 
ovens. To abide with this, Bluetooth uses a frequency hop spread 
spectrum, which changes the transmission frequency 1600 times per 
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second in a pseudo random way. France does not allow use of the 
same frequencies, they have a narrower frequency band. Therefore a 
special frequency-hopping algorithm has been specified to 
comply with these restrictions. 

However, products using this 
algorithm cannot interact with 
products using the standard 
frequency-hopping algorithm. It is 
predicted that France will change its 
frequency band to be the sameas 
the world standard shortly. 
 
 

Transmitter characteristics 
  

Channel spacing is 1 MHz and a guard range is used in the top 
and bottom of the frequency band this makes for 79 channels (23 for 
the special algorithms). The range is approximately 10 meters using 0 
dBm nominal power, it can be extended to 100 meters by increasing 
the power to 20 dBm.  

The transmitter equipment can be of one of three power classes. 
? ?Class 1 has a maximum output power of 100 mW (20 

dBm), and a minimum output power of 1 mW (0 dBm). 
? ?Class 2 has a maximum output power of 2.5 mW (4 

dBm), and a minimum output power of 0.25 mW (-6 dBm), its nominal 
output power is 1 mW (0 dBm). 

? ?Class 3: has a maximum output power of 1 mW (0 dBm).  
For class 1 equipment a power control is needed to limit the 

transmitted power over 0 dBm. A class 1 product must be able to limit 
its transmission power to at least 4 dBm. Power control capabilities are 
not mandatory for products of class 2 and 3. 

 
Baseband 

 
The Bluetooth system can be described with three functional 

blocks; the radio, the link controller and the link manager that is the 
interface to the host. The Baseband protocols’ commands are carried 
out in the link controller. 
 
Pico- and Scatternets 
 

Two or more Bluetooth units sharing the same channel form a 
piconet. One, and only one, must be master of the piconet and the 
others are slaves. Slaves can participate in several piconets, as slaves 
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or master. However, one Bluetooth unit can only be master of one 
piconet. If two or more piconets has geographically overlapping 
coverage areas they form a scatternet. The individual piconets remain 
unsynchronised and maintain their frequency hopping schemes. 
 
 
Physical channels and links 

A piconet’s Physical channel is defined by the master who 
initiates a hopping sequence through the available RF channels. 
Generally 79 RF channels are available, but in some countries the 
frequency band is narrower; only 23 RF channels can be used. The 
channel is divided into 625 ms time slots where each slot represents 
an RF hop frequency. In special cases, the hop frequency can be the 
same for three or five consecutive time slots. The slots are divided into 
master-to-slave slots where the master is allowed to send to the 
slaves and slave-to-master slots where one slave is allowed to send to 
the master. In the S-to-M slots, only the slave addressed in the 
preceding M-to-S slot is allowed to send. This form of duplex 
transmission is called TDD (Time Division Duplex). 
 

The Bluetooth standard defines two types of physical links: 
Synchronous Connection-oriented (SCO) and Asynchronous 
Connection-Less (ACL). In general, SCO links are used for voice 
transmission and ACL links for data transmission and signalling. 

When establishing an SCO link, the master reserves time slots at 
regular time intervals for SCO traffic to a specific slave. For instance, it 
can reserve every 4 th master-to-slave time slot for the SCO link to 
slave number three. The slave is allowed to send to the master in the 
following slave-to-master slots unless another slave was addressed in 
the previous master-to-slave slot. The SCO link is symmetric, i.e. the 
bit rate is the same in both directions. Obviously, the SCO link is of 
point-to-point type and can be seen as a circuit-switched connection. 
No error-correcting capabilities are available. 

The ACL is, in contrast to the SCO link, packet-switched and 
supports both asynchronous and isochronous services. ACL links can 
be symmetric or asymmetric and to correct errors packet 
retransmission is used. ACL packets can be broadcast or addressed to 
a specific slave. 
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Packet Access Code 
 

For identification, DC offset and synchronisation, all packets 
have an Access Code. The Access Code is the first 72 or 68 bits of a 
packet, the latter only if no packet header exists. Three types of 
Access Codes are defined in the Specification: 

? ?Channel Access Code: This code is included in all packets 
transmitted on a piconet; it identifies which piconet the packets belong 
to. 

? ?Device Access Code: When the master wishes to page a 
slave it uses the Device Access Code. This code is also used for other 
signalling purposes. 

? ?Inquiry Access Code: This code is used when a device 
wishes to discover other devices. There are two types of IACs; General 
can be used if a device wishes to discover all Bluetooth devices in 
range and Dedicated if it wishes to find devices with specified 
characteristics. 

 
 

Packet Header 
 

The packet header comprises six fields: 
? ?Active member address (3 bits): The AM_ADDR specifies 

what active member the packet belongs to. The three bits makes eight 
combinations, one for each active slave (remember that only seven 
slaves can be active at the same time) and one for broadcast. The 
master needs no AM_ADDR since all packets in the slave-to-master 
slots are intended for it. It uses the AM_ADDR to distinguish which 
slave that has sent the packet. The active member address is 
temporary, e.g. a slave that has been parked is assigned a new 
AM_ADDR when it becomes active again. 

? ?Type code (4 bits): The TYPE field specifies, among other 
things, what kind of link the packet is transmitted on (SCO or ACL) 
and for how many time slots the packet will last. 

? ?Flow control (1 bit): The FLOW bit is cleared when a 
device has a full receive  buffer. When the buffer is emptied, the FLOW 
bit is set and ACL packets can be received again. SCO packets are 
transmitted regardless of the FLOW bit.  

? ?Acknowledge indication (1 bit): This bit is set if the 
reception of the previous packet was successful. CRC is used for error 
control.  

? ?Sequence number (1 bit): The SEQN bit is inverted for 
each packet that is sent with CRC. This makes it possible for the 
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transmitter to distinguish what packet that was unsuccessfully 
transmitted/received when it receives a cleared ARQN bit.  

? ?Header error check (8 bits): HEC is included to ensure 
the header integrity. 

 
Link Manager Protocol 

 
The Link Manager Protocol (LMP) provides means for setting up 

secure, power efficient links for both voice and data. It has the ability 
to, whenever necessary, update the link’s properties to ensure 
optimum performance. The Link Manager also terminates connections, 
either on higher layers’ request or because of various failures. 

LMP is one of two protocols at link level. It handles link security, 
i.e. keys, pairing, authentication and encryption, timing information, 
i.e. clock and slot offsets and timing accuracy and modes, i.e. active, 
hold, sniff and park. The Link Manager Protocol provides a mechanism 
for measuring the QoS (Quality of Service) and RSSI (Received Signal 
Strength Indication). 

Link Manager commands are sent as payload in high priority 
messages. The commands need no confirmation since lower layers 
provide a reliable link. Two response messages are defined. Both 
contain information about what message was accepted or not 
accepted, the latter also specifies why the message was not accepted. 
 
Security 
 

By using authentication and encryption techniques, Bluetooth 
provides the user with secure links. Two devices are involved: The 
verifier, who is the one initialising the authentication procedure and 
the claimant. The authentication procedure between two Bluetooth 
devices can be done in two different ways: 

1. The claimant has a link key associated with the verifier: 
A simple two-step authentication is made. The verifier sends a random 
number to the claimant who calculates a response and sends it back. 
If the response is correct the authentication is successful.  

2. The claimant does not have a link key associated with 
the verifier: The two  devices must go through a pairing procedure. An 
initialization key is created from a PIN or a random number. The 
verifier’s response is calculated using the initialization key instead of a 
link key. If the result is correct the authentication is successful. When 
the authentication has been made, encryption can be used. A device 
has different encryption parameters for different devices. However, the 
master can create a temporary common link key for an entire piconet 
if it wants to broadcast encrypted. 
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Synchronous Connection-Oriented links 
 

When a connection is established between two devices, SCO 
links can be established by reserving timeslots. One SCO link reserves 
slots periodically, with an interval called the SCO interval. All SCO links 
are assigned an SCO handle that identifies it. 

Either the master or the slave can request to set up an SCO link. 
If the master requests this, it sends a signal containing the preferred 
SCO parameters. If the slave accepts the parameters the SCO link will 
be set up, otherwise the slave can respond with what parameter(s) it 
cannot accept. The master can then send a new request with other 
parameters. When a slave requests an SCO link, it sends a signal with 
its preferred parameters to the master. The master then sends a 
request back to the slave as described above. The parameters should 
be the same as the slave requested. However, if the master cannot 
use these values it is allowed to change them. 
 
Connection establishment 
 

If the paging device’s higher layers need a connection, it will 
send a request. The remote device can then accept or reject. If it 
accepts, both devices will initiate link set-up procedures. The device 
that is finished first sends a set-up complete signal and awaits the 
other. When both are finished and the waiting party receives the set-
up complete signal, none-LMP-packets can be transmitted over the 
logical channel. 
 
 

Host Controller Interface 
 

Host Controller Interface (HCI) is an interface that gives higher-
level protocols the possibility to access lower layers. Control of the 
Baseband Controller and Link Manager and access to hardware status 
and control registers is achieved by using commands that is provided 
by the HCI. 
 
 
Lower layers and hardware 
 

By accessing Baseband commands, link manager commands, 
hardware status registers, control registers and event registers the 
HCI commands can be implemented. Exchange of commands and data 
is made between the HCI driver on the host and the HCI firmware on 
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the Bluetooth hardware. The Host Controller Transport Layer provides 
both HCI layers ability to exchange data with each other. When an HCI 
event occurs the Host will notice this irrespective of which Host 
Controller Transport Layer that was used. When an event has occurred 
the host will analyse the received packet to decide which event it was. 

 
Overview of the Bluetooth Host and Bluetooth Hardware 

 
The Bluetooth hardware consists of an analogue part, the 

Bluetooth radio, and a digital part, the Host Controller (HC). The HC 
has a hardware digital processing part, the Link Controller (LC), and a 
CPU core. The HC also interfaces to the host environment. 

The Link Controller’s primary tasks are to perform Bluetooth 
Baseband processing, guarantee correct delivery (ARQ and FEC), 
encryption, audio coding etc. It consists of both hardware and software 
parts. 

The CPU core’s main tasks are to handle Inquiries and filter Page 
requests without involving the host device. LM software runs on the 
CPU core. LM discovers other LMs and communication is done via the 
Link Manager Protocol (LMP). 

There is a transport layer between the Host Controller driver and 
the Host Controller (e.g. a PC Card on a laptop). An important issue 
for the transport layer is transparency. For example, the Host 
Controller driver should not considerate if USB or a PC Card is used. 
Nor should USB or PC Card require any visibility to the data that the 
Host Controller driver sends to the Host Controller. 
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HCI flow control 
 

To avoid filling up the Host Controller data buffers with data to a 
non responding remote device flow control is used. This is used in the 
direction from the Host to the Host Controller. 

The Host is in control of regulating the data buffers. For each 
individual connection it is important that Data Packets sent to the HC 
is sent in the same order as they were created in the Host. Also, data 
from the HC that is to be sent over the air must be sent in the same 
order as it was received from the Host. Finally, data that is received 
over the air from another device must be sent in HCI Data Packets to 
the Host in the same order as it was received. All scheduling is made 
on a connection basis. The flow control works similar in both 
directions. 
 
 
HCI commands 
 

The commands give the Host the ability to control connections to 
other devices. The Link Manager trades LMP commands with remote 
Bluetooth devices. Events are what HCI uses to notify the Host of 
command completion, link layer status, etc. There are also a number 
of error codes associated with the HCI commands. 
 

Here is a short introduction to the groups of commands and 
parameters on HCI level: 

? ?Link Control commands: Commands that give the Host 
Controller the ability to control connections to other Bluetooth devices. 
When using LC commands the LM controls how the piconets and 
scatternets are established and managed. The LC commands give LM 
directions to create and modify link layer connections with remote 
devices etc.  

? ?Link Policy commands: Commands that give the Host 
possibility to direct how the Link Manager manages the piconet. 
Changes in the Link Layer connections (SCO or ACL) can be the result 
of using Link Policy commands.  

? ?Host Controller and Baseband commands: These 
commands give access to and control over several capabilities of the 
Bluetooth hardware. They also control Bluetooth devices and the 
capabilities of the Host Controller, Link Manager and Baseband. The 
Host can use these commands to modify the behaviour of the local 
device.  

? ?Informational parameters: By the manufacturer fixed 
parameters of the Bluetooth hardware. They provide information about 
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the Bluetooth device and the capabilities of the Host Controller, Link 
Manager and Baseband.  

? ?Status Parameters: The Host Controller modifies all 
status parameters. They provide information about the current state of 
the Host Controller, Link Manager and Baseband.  

? ?Testing commands: The Testing commands are used for 
testing different functionalities of the Bluetooth hardware. 
 
 
HCI USB transport layer 
 

The USB Transport layer corresponds to the two-way arrow ‘USB 
Function’ in figure 5.2 below. It provides means to implement a USB 
Bluetooth device. The HCI USB transport layer supports both ACL and 
SCO packets. It allso allows dynamical endpoint (endpoint can be read 
as channel) recognition upon driver initialization. There are four 
endpoint types, Control, Interrupt, Bulk and Isochronous. The 
endpoints are respectively suitable for, Control – HCI Commands, 
Interrupt – HCI Events, Bulk – ACL data, Isochronous - SCO data. 

? ?Control endpoint, endpoint 0, is used for configuring and 
controlling the USB device. When a packet received over this endpoint 
contains the Bluetooth class code, it is treated as an HCI Command 
packet.  

? ?Interrupt endpoint ensures that events are delivered in a 
timely fashion with guaranteed latency.  

? ?Bulk endpoints allow multiple 64-byte buffers to be sent 
in one one-millisecond-frame, depending on available bus bandwidth. 
It also has error detection and correction which makes it suitable for 
ACL data.  

? ?Isochronous endpoints transfer SCO data to and from the 
Host Controllers. The radio is capable of three 64 kbps voice channels 
coded with 16-bit linear audio coding.  
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Relationship between the host and the Bluetooth Radio Module 

 
To allow the proper driver stack to be loaded, regardless of 

which manufacturer built the device, a Bluetooth class code will be 
used. It is also used to differentiate between USB Commands and HCI 
Commands.  
 
 
HCI RS-232 transport layer 
 

The objective of the RS-232 transport layer is to make it possible 
to use the Bluetooth HCI over a physical RS-232 interface between the 
Bluetooth Host and the BT Host Controller. 

There are four types of HCI packets that can be sent via the RS-
232 Transport layer: HCI command packets, HCI event packets, HCI 
ACL packets and HCI SCO packets. HCI does not provide the ability to 
differentiate between the four packet types. Therefore, if the HCI 
packets are sent via a common physical interface, a HCI packet 
indicator has to be added. 

There are two extra packets types to support dynamic 
negotiation and error reporting. The HCI packet indicator shall be 
followed by an 8-bit sequence number that is incremented every time 
any of the above packets are sent, except when the retransmission 
packets are sent as a part of the error recovery. Before sending any 
data over the RS-232 link the baud rate, parity type, number of stop 
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bits and protocol mode should be negotiated between the Host 
Controller and the Host. 
 
 
HCI UART transport layer 
 

The objective of the HCI UART Transport layer is to make it 
possible to use the Bluetooth HCI over a serial interface between two 
UARTs on the same circuit board. The HCI UART Transport layer 
assumes that there is no line error. The HCI UART Transport layer is 
closely related to the HCI RS232 Transport layer. There are four types 
of HCI packets that can be sent via the UART Transport layer: 

HCI command packets, HCI event packets, HCI ACL packets and 
HCI SCO packets. 

HCI command packets can only be sent to the BT Host 
controller, HCI Event packets can only be sent from the BT Host 
controller. HCI packets are sent via a common physical interface, 
hence an HCI packet indicator has to be added. 
 
 

Profiles 
 
A profile defines how to use a set of base standards for a certain 

usage model and is the primary means of achieving interoperability. 
To be sure that two or more Bluetooth devices communicate in a 

proper way, three main levels must be covered. First we have the 
Radio level which makes sure that devices can contact each other. The 
next level is the Protocol level, which ensures that devices can talk to 
each other and finally the Usage level that ensure that devices can 
execute mutual applications and satisfy the end user. 
 
 
The Bluetooth Profiles 
 

The Bluetooth Profiles is based on the Open System 
Interconnection (OSI) model. The OSI model contain seven levels or 
protocol layers. A protocol stack (profile) is based on fundamental 
base standards of the Bluetooth profiles. The Baseband, the LMP and 
L2CAP represent the lower layers of the basic stack. Higher layer 
protocols are RFCOMM, SDP, etc. Next level is the Adopted protocols 
like TCP/IP, WAP, OBEX etc. On top of this there is one or more usage 
models. 

Each Bluetooth device is related to a profile and each profile or a 
group of profiles relate to a usage model. 
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Example of protocol stack for LAN Access Usage Model 

 
A usage model describes the prime Bluetooth applications and 

devices. Profiles specify how the interoperability solution for the 
functions described in the usage models should be provided using 
protocols. 

Different profiles are sorted into groups. In the Specification five 
groups of profiles are defined, Telephony profiles, Networking profiles, 
OBEX profiles, Transport profiles and Generic profiles. The first four 
profiles are inherited from the Generic Access Profile that defines 
common modes and procedures used in all other profiles. 
 
 
Generic Profiles 
 

The Generic Access profile (GAP) and the Service Discovery 
Application profile (SDAP) are two important Generic profiles. 

The GAP describes the common modes used by all other profiles, 
it ensures that devices can establish contact with each other 
independent of which application profile supported. The main purpose 
is to describe how the lower layers (LC and LMP) are used, other 
aspects are security related issues and description of higher layers.  

The following functions represent the GAP: 
? ?User interface requirements (right names, values and 

coding schemes). 
? ?Modes (discoverability, connectability, pairable modes). 
? ?Security aspects (authentication). 
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? ?Idle mode procedures (inquiry, name discovery, pairing 
etc.). 

? ?Establishment procedures (description of general 
procedures that can be used). 
The Service Discovery Application profile defines the procedures 

and protocols used by a Service Discovery Application on a device to 
locate services in other devices using the Bluetooth Service Discovery 
Protocol (SDP). 
 
 
Transport Profiles 
 

The Transport profiles contain the Serial Port profile and the 
Generic Object Exchange (OBEX) Application profiles. The Serial Port 
profile describes and defines the protocols and procedures that are 
used by devices using Bluetooth for RS232 (or similar) serial 
communication. The application on both sides is typically legacy 
applications. The legacy applications want to communicate over a 
serial cable. The cable is emulated but the legacy applications do not 
know anything about Bluetooth procedures for setting up emulated 
serial cables, they need help from some sort of Bluetooth-aware helper 
application on both sides, the Serial Port profile. 
 
 
Telephony Profiles 
 

The Telephony profiles can be divided into two groups. One is 
based on the Serial Port profile (AT commands) and contains the 
Headset profile, the Fax profile and the Dial-up Networking profile. 
These profiles can be used as a cordless alternative when connecting 
devices e.g. a modem in a public telephone network. 

The other part is based on telephony control (TCS) and can be 
used in a walkie-talkie Bluetooth solution or in residential systems. The 
Cordless Telephony profile and Intercom profile cover these usage 
scenarios. 
 
 
Object Exchange Profiles 
 

Object Push profiles are used for pushing, pulling and 
exchanging single objects. Contacts and calendars between mobile 
devices and personal computers are handled by the Synchronisation 
profiles. File transfer profiles are used when larger objects and files are 
to be transferred. 
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Networking Profiles 
 

LAN Access profile is used in for instance personal computers 
with the point-to-point protocol (PPP) for accessing a LAN through a 
cordless network access point. The profile describes three ways of 
using PPP: 

1. LAN Access for a single Bluetooth device. 
2. LAN Access for multiple Bluetooth devices. 
3. PC to PC using PPP networking over serial cable 

emulation. 
The LAN Access profile uses PPP over RFCOMM. 
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Preface 

 
The use of infrared techniques for data communications has been around for 

several years, and by 1993 several commercial products were available with this 
capability. However, each company has tended to have its own infrared standard, 
and although devices from the same manufacturer could communicate with each 
other, competing systems tended not to be interoperable. 

Examples of such proprietary infrared systems include Hewlett – Packard’s HP 
SIR (serial infrared), Sharp’s ASK systems, and General Magic’s MagicBeam. The 
resulting confusion in the marketplace meant that users viewed infrared as having 
only limited utility. 
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IrDA Presentation 

 
On June 28, 1993, the Infrared Data Association (IrDA) had its first meeting 

with the purpose of establishing a low-cost, point-to-point serial infrared standard. 
Some 50 representatives from 20 interested companies were expected, but over 120 
people representing more than 50 companies actually attended. It was clear that the 
industry was interested in developing a standard that would allow the true value and 
utility of infrared to be realized. At the culmination of this process—and due in no 
small part to the enthusiasm and spirit of cooperation of the participating 
companies— the first IrDA standards were published, just one year and two days 
after the initial meeting. 

To date, IrDA has specified the physical and protocol layers necessary for any 
two devices that conform to the IrDA standards to detect each other and exchange 
data. The initial IrDA 1.0 specification detailed a serial, half-duplex, asynchronous 
system with transfer rates of 2400 bits/s to 115,200 bits/s at a range of up to one 
meter with a viewing half-angle of between 15 and 30 degrees (see Figure 1). More 
recently, IrDA has extended the physical layer specification to allow data 
communications at transfer rates up to 4 Mbits/s. 
 

 
 
IrDA Objectives 
 

When IrDA was established, it set for itself the following objective: 
“To create an interoperable, low-cost infrared data interconnection standard that 
supports a walk-up, point-to-point user model* that is adaptable to a broad range of 
mobile appliances that need to connect to peripheral devices and hosts.” IrDA chose 
the short-range, walk-up, point-and-shoot directed infrared communications model 
for two main reasons. 

First, it was perceived that the initial target market for IrDA-enabled devices 
would be the mobile professional who is also a computer user. The environment for 
the use of such devices would be in a typical working environment in which the 
majority of stationary devices, such as printers or computers, would be located 
within the user’s own reach space, on the desktop or in the immediate vicinity. 
Typical use of such devices would consist of short, conscious interactions such as file 
transfer or printing. Such use scenarios do not require the devices to be continually 
connected to each other, and a directed model of communications was adopted in 
which the user consciously points the infrared device at the target. 

Previously, mobile professionals might connect their laptops to various 
peripherals using parallel or serial cables. Connecting such devices using LAN 
connections might also be possible if cost were not an issue. However, a problem 
arises when the user becomes mobile— for example, when visiting customers in their 
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office. Setting up a laptop at the customer office to achieve even simple tasks, such 
as printing or file transfer, would more than likely require significant reconfiguration. 
IrDA aimed to change this by providing standards for ubiquitous access to such 
devices.  

Second, IrDA chose this communications model to minimize cost. The use of a 
single LED and photodiode in the transceiver enables an extremely low-cost 
implementation. The model simplifies the protocol software by restricting the number 
of visible devices, hence limiting the contention and interference between IrDA 
devices. The limited range also allows reuse of the infrared medium, allowing 
multiple pairs of devices to communicate at the same time. 

IrDA aimed to allow its standards to support a wide class of computing 
devices and peripherals that might be used by mobile professionals. These devices 
would range from very sophisticated, high-power notebook or laptop personal 
computers, through palmtop computers and personal digital assistants, to simple 
single-function devices like electronic business cards or phone dialers. Target 
peripheral devices would include conventional computer-oriented devices like 
printers and modems, as well as automatic teller machines and public and mobile 
telephones. It was also envisaged that IrDA would enable new classes of devices 
such as information access points. 

To target such a broad range of devices, a set of general requirements was 
placed on any prospective standard. These requirements included: 

?  Low cost 
?  Industry standard 
?  Compact, lightweight, low-power 
?  Intuitive and easy to use 
?  Noninterfering. 

Using these requirements, the IrDA committee developed a series of standards 
aimed at providing ubiquitous, low-cost, directed infrared communications for all 
classes of mobile computing devices. In IrDA’s vision of the world, the user of such 
devices would be able to roam across international boundaries using IrDA 
communications to access information, computing, and communications services in a 
uniform and transparent manner. The days of the mobile computer user travelling 
the globe with a multitude of modem, serial, and parallel cables, including adapters, 
will be gone. 
 
 
The IrDA Architecture 
 

After the initial marketing requirements had been specified, the technical 
committee within IrDA moved quickly towards the development of the initial 
standards. In April 1994, the first IrDA standard was published covering the physical 
layer properties. This document, the Infrared Physical Layer (IrPHY) specification, 
describes an infrared transmission system based on a UART modulation strategy. 
The document specifies the necessary parameters to provide an asynchronous half-
duplex serial communications link over distances of at least one meter at data rates 
between 2400 bits/s and 115.2 kbits/s. The cone half-angle of the infrared 
transmission is specified as being at least 15 degrees, but no more than 30 degrees. 
The IrPHY specification was quickly followed with the publication of the Infrared Link 
Access Protocol (IrLAP) in June 1994.3 IrLAP specifies an HDLC-based protocol for 
controlling access to the infrared medium and providing the basic link-level 
connection between a pair of devices.  
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During the development of IrPHY and IrLAP, it was realized that some 
additional functionality was required in addition to the ability to provide a single 
connection between a pair of devices. The Infrared Link Management (IrLMP) layer 
was conceived.4 This layer has two primary functions.  

First, it provides the mechanism by which multiple entities within any pair of 
IrDA devices can simultaneously and independently use the single IrLAP connection 
between those devices. This function is called the link management multiplexer (LM-
MUX). 

Second, it provides a way for entities using the IrDA services to discover what 
services are offered by a peer device and to register available services within the 
local device. This link management information access service (LM-IAS) considerably 
benefits the ease of use of portable devices, allowing pairs of devices to interrogate 
each other to discover information about the applications within each device. 

These three standards—IrPHY, IrLAP, and IrLMP— form the core of the IrDA 
architecture, and all are required for a device to be IrDA-compliant. Since the core 
documents were published, several extensions have been added. The current 
complete IrDA architecture is shown in Figure2. 

In October 1995, optional extensions to the physical layer, adding data 
transmission speeds of up to 4 Mbits/s, were accepted by the IrDA committee. These 
changes resulted in the IrDA IrPHY 1.1 specification. The IrLAP and IrLMP documents 
have also recently been updated to version 1.1 to incorporate various improvements 
that resulted from practical experience in implementing and using the IrDA protocols. 

In addition to the base standards, IrDA has specified a protocol called Tiny 
TP. This protocol is an extremely lightweight transport protocol designed to provide 
application-level flow control as well as segmentation and reassembly of application 
data units. This protocol has proved to be useful and is now implemented by most 
applications that support the IrDA architecture. 

To complement the functionality of the main components of the IrDA 
architecture, several application-level protocols have been and are in the process of 
being developed. These protocols are aimed at providing convenient and uniform 
interfaces to the functionality of the IrDA protocols for both old and new applications. 
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The original target for IrDA was cable replacement. The need for a protocol to 

support the redirection of serial and parallel cable traffic resulted in the IrCOMM 
serial and parallel port emulation protocol specification. This protocol enabled the 
redirection of conventional serial and parallel ports over the infrared medium, 
allowing many existing applications to operate unchanged over an IrDA link. Another 
area seen as a suitable application of IrDA, particularly as a result of the high-speed 
extensions, is wireless access to local area networks. The protocol IrLAN was 
developed to allow an IrDAenabled device to access a LAN over the infrared medium. 
The protocol, in combination with an IrLAN-compatible LAN access device, provides 
the IrDA device with the equivalent functionality of a LAN card and the advantages of 
wireless connectivity. 

Both IrCOMM and IrLAN address legacy-style applications. However, it is 
envisioned that many new applications will be enabled by the IrDA standards. Using 
IrDA on low-end devices gives rise to the need for a flexible, lightweight information 
exchange protocol suitable for devices with varying resource capabilities. A protocol 
for generic object exchange, IrOBEX, is currently under development within IrDA. 
This protocol is based on HTTP (Hypertext Transfer Protocol) but is more compact. 
When completed, IrOBEX will provide a device independent method for exchanging 
arbitrary units of data between IrDA-enabled devices. 
 
 
The IrDA Physical Layer 
 

The IrDA physical layer is split into three distinct data rate ranges: 2400 to 
115,200 bits/s, 1.152 Mbits/s, and 4 Mbits/s.  

Initial protocol negotiation takes place at 9600 bits/s, making this data rate 
compulsory. All other rates are optional and can be added if a device requires a 
higher data rate. The links are designed to be used in a line-of-sight, point-and-
shoot manner and hence have a modest minimum coverage of one meter, with a 
±15° viewing angle. This modest coverage is advantageous, since it allows a low-
cost, high-data-rate link to be produced in a small package. 
 
2400-to-115,200-bit/s Link 

This is based on the HP-SIR link developed for HP calculators. All IrDA-
compliant devices implement this type of link since initial protocol negotiation takes 
place at 9600 bits/s. The architecture of the link (Figure 3) is designed for easy 
implementation and low cost. Hardware costs can be kept to a minimum by 
implementing the protocol, packet framing, and CRC calculation in software on the 
host processor. Bytes of data from the processor are converted to a serial data 
stream by a UART (universal asynchronous receiver-transmitter). Since many 
systems already include a UART for RS-232 communications, this places no extra 
cost burden on the system. Only the ENDEC (encoder-decoder) and transceiver 
represent an additional hardware cost for the system. 
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Infrared receivers contain a high-pass filter to remove background daylight. 
This high-pass filter forces the use of encoding on the link to ensure that long strings 
of zeros or ones are not lost in transmission. The encoding used on this link is 
return-to-zero (RZ). Zeros are represented by a pulse of 3/16-bit duration, and ones 
by the absence of a pulse (Figure 4). 

For example, 3/16 of a pulse width at 115,200 bits/s is 1.6 ms. The code is 
power-efficient since infrared light is only transmitted for zeros. The tall narrow pulse 
has better signal-to-noise ratio performance than a short wide pulse of the same 
energy. 
 
 
 

 
The 1.152-Mbit/s Link 

At speeds above 115,200 bits/s, packet framing and CRC generation and 
checking become a significant burden to the host processor. At 1.152 Mbits/s, these 
tasks are performed in hardware by a packet framer (see Figure 5). The packet 
format is slightly different from that used in the 2,400-to-115,200-bit/s link, but the 
line code remains similar. Higher-level protocols are less processor intensive than 
packet framing or CRC generation and are still implemented in software on the host 
processor. 
 
The 4-Mbit/s Link 
The 4-Mbit/s link architecture is shown in Figure 6. As in the 1.152-Mbit/s link, 
packet framing and CRC generation and checking are performed in hardware to 
relieve the burden on the host processor, while higher-level protocols are 
implemented in software on the host processor. The link uses a new encoding 
scheme (described below) and a new, more robust packet structure. A phase-locked 
loop replaces edge detection as the means of recovering the sampling clock from the 
received signal. The packet framer, ENDEC, and phase-locked loop are more complex 
than the UART and ENDEC in the 2400-to-115,200 bit/s link. However, this added 
complexity need not be expensive. The components are specified in a hardware 
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description language and can be added quickly and inexpensively to one of the host 
system’s ASICs. 
 

        

 
 
PC chipsets including the 4-Mbit/s hardware are already available from leading 
semiconductor manufacturers. 
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The IrDA Protocol Layers 
 
The Infrared Link Access Protocol 
 

The nonoperational mode is derived from HDLC’s normal disconnect mode 
(NDM). In this mode, all devices contend for the medium. To do this, each device 
must check that the medium is not busy before transmission. This is achieved by 
listening for activity— that is, listening for physical layer transitions for at least 500 
ms. Transmissions in the normal disconnect mode use link parameters that can be 
supported by all IrDA devices at a rate of 9600 bits/s. In this mode, the device will 
initiate device discovery, address resolution (if required), and connection 
establishment. 

Once the connection has been established, the IrLAP layer moves into the 
operational or, in HDLC terms, normal response mode. This mode is an unbalanced 
mode of operation in which one device assumes the role of primary station and the 
other assumes a secondary role. This is the phase in which information is exchanged 
under control of the primary station. The link parameters are negotiated during the 
connection setup procedure and remain constant during the connection. During this 
phase, all other devices within range of either the primary or secondary stations 
remain idle in the normal disconnect mode. The two communicating devices 
therefore have unrestricted access to the medium for the duration of the connection. 
Once the information has been transferred, the link is disconnected and the device 
returns to the normal disconnect mode. The flow of procedures for the IrLAP layer is 
shown in Figure 13. 
 

IrLAP is the IrDA protocol that provides the basic link layer connection 
between a pair of IrDA devices. It is based on the HDLC protocol providing functions 
like connection establishment, data transfer, and flow control. However, IrLAP has 
significant additional features as a result of the specific properties of the infrared 
medium. 

The infrared medium over which IrLAP is required to operate is a point-to-
point, half-duplex medium. While the narrow cone angle of IrPHY limits the number 
of other devices that can be seen, it does increase the probability of hidden devices. 
In such a situation, one device may see many other devices. However, it does not 
follow that those devices will see each other. This can result in collisions where 
transmissions from devices hidden from each other may overlap, resulting in the 
inability of the receiving device to decode those frames correctly. The characteristics 
of the infrared medium also result in there being no reliable way to detect 
transmission collisions. Conventional carrier sensing with collision-detection protocols 
would therefore be unsuitable, and IrLAP provides a mechanism for ensuring 
contentionfree access to the medium, at least during data transfer.  

The IrLAP has three distinct phases of operation: link initialization, 
nonoperational mode, and operational mode. Nonoperational and operational modes 
are distinguished by the absence or presence of a connection with another device.  

During link initialization, the IrLAP layer chooses a random 32-bit device 
address. This address is randomly chosen to negate the need to select and maintain 
fixed device addresses for all IrDA devices. Although it is unlikely that two or more 
devices within range of each other will choose the same address, procedures are 
defined to detect and resolve address collisions. After the link is initialized, the IrLAP 
layer enters nonoperational mode. 
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Device Discovery and Address Resolution. The discovery procedure is the 
process an IrDA device uses to determine whether or not there are any devices 
within communications range. In doing so, the device discovers the address of any 
device within range, the version number of the IrLAP protocol operating in each 
device, and some discovery information specified by the IrLMP layer in each device. 
The discovery procedure is controlled by the initiating device, which divides the 
discovery process into equal periods or time slots. The slotted nature of the discover 
procedure minimizes the likelihood of collisions when there are multiple devices 
within range. 
 After waiting for a period of 500 ms (normal disconnect mode rules), the 
initiating device starts the discovery procedure and broadcasts frames marking the 
beginning of each slot. On hearing the initial discovery slot (which also details the 
number of slots in the discovery process: 1, 6, 8 or 16), a device randomly selects 
one of the slots in which it will respond.  
When the device receives the frame marking its chosen slot, it transmits a discovery 
response frame. All frames in the discovery procedure use the HDLC unnumbered 
format of type XID (exchange identification).*  
 
 
Connection Establishment. Once the discovery and address resolution 
processes are complete, the application layer may decide that it wishes to connect to 
one of the discovered devices. To connect, the application layer will issue a 
connection request which will ultimately result in the appropriate IrLAP service 
primitive being invoked. The IrLAP layer connects to the remote device by 
transmitting a set normal response mode (SNRM) command frame with the poll bit 
set.  
This command informs the remote device that the source wishes to initiate the 
connection and the poll bit indicates that a response is required. Assuming the 
remote device can accept the connection, it responds with an unnumbered 
acknowledge (UA) response frame with the final bit set. This indicates that the 
connection has been accepted. Under normal circumstances, the device that initiates 
the connection (transmits the set normal response mode) will become the master, or 
primary, device, and the other device will become the slave, or secondary device.  
 

The connection establishment takes place in normal disconnect mode (9600 
bits/s), and once this is completed, the two devices will be in normal response mode. 
While in normal response mode, the devices can exchange data at any IrDA defined 
rate. However, not all IrDA devices will support all IrDA data rates or link 
parameters. It is therefore necessary for the devices to negotiate the parameters for 
normal response mode during connection setup. IrDA has defined several link 
parameters that can be negotiated: 

?  Data rate  
?  Maximum turnaround time  
?  Data size  
?  Window size  
?  Number of additional start of frame symbols (BOFs)  
?  Minimum turnaround time  
?  Link disconnect threshold time. 

Data rate defines the data transfer rate during normal response mode (9600 
bits/s to 4 Mbits/s), while maximum turnaround time defines the length of time 
either device may transmit before giving the other device a chance to transmit (50, 
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100, 250, or 500 ms). Data size determines the maximum length of the data field in 
an information frame (64 to 2048 bytes), and, in combination with the 
retransmission window size, which defines the number of outstanding frames that 
may be unacknowledged, allows devices with only limited resources to restrict the 
rate at which they will receive data. Number of additional BOFs and minimum 
turnaround time relate to physical layer restrictions, while link disconnect threshold 
time determines how long a device will wait without receiving a response from 
another device before assuming the link has failed and informing the upper layer that 
the link has disconnected. 

Well-defined rules exist that ensure that after the set normal response mode-
UA exchange has been completed, both devices will know the negotiated normal 
response mode parameters. Once both devices are in normal response mode, the 
primary device polls the secondary device by transmitting a receiver ready (RR) 
frame with the poll bit set, thereby initiating the information exchange phase. 
 
Information Exchange and Link Reset. The information exchange procedure 
operates in a master-slave mode in which the primary device controls the secondary 
device’s access to the medium. The primary device issues command frames to the 
secondary device which responds with response frames. To ensure that only one 
device can transmit frames at any one time, a permission-to-transmit token is 
exchanged between the primary and secondary devices. The primary device passes 
the permission-to-transmit token to the secondary by sending a command frame 
with the poll bit set. The secondary device returns the token by transmitting a 
response frame with the final bit set. The secondary device can only retain the token 
while it is transmitting data, and it must return it to the primary device if it has no 
data to transmit or if it reaches the maximum turnaround time. The primary device, 
however, within the limits imposed by the maximum turnaround time, can hold the 
token even if it has no data to transmit.  

Although the physical layer has been designed to provide a low bit error rate 
channel, the dynamic nature of the infrared connection results in a possibility that 
frames may be lost in transit because of corruption by noise. To cope with this, the 
IrLAP protocol uses a sequenced information exchange scheme with 
acknowledgments. Should a frame be corrupted by noise, the CRC will highlight this 
error and the frame will be discarded. At the IrLAP layer, this error will be detected 
by virtue of the noncontiguous sequence numbers on the information frames. The 
IrLAP protocol implements an automatic repeat request strategy in the same manner 
as HDLC with options of using stop and wait, go back to N, and selective reject 
retransmission schemes. This strategy allows the IrLAP layer to provide an error-
free, reliable link to the IrLMP layerUnder exceptional circumstances, however, it 
may not be possible for the IrLAP entities in each device to recover from an error 
condition while maintaining the sequenced delivery of error-free information (I) 
frames. In this case, the IrLAP entity is allowed to reset the link. This reset involves 
discarding any undelivered information and reinitializing the sequence numbers and 
timers for the link. Although this may result in the loss of data, which the higher-
level layer must 
deal with, it does allow the link to recover without the need for a total disconnection. 
 
Connection Termination. Once the data exchange has taken place, the IrLAP 
link may be disconnected by either the primary or secondary devices. Should the 
primary wish to disconnect, it sends a disconnect command to the secondary device 
with the poll bit set. The secondary responds by returning an unnumbered 
acknowledge frame with the final bit set.  
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Both devices will now be in normal disconnect mode, and the default normal 
disconnect mode parameters (9600 bits/s data rate) will apply. If the secondary 
wishes to disconnect, it transmits a request disconnect response with the final bit set 
when it is polled by the primary. The primary will then respond by transmitting a 
disconnect command, and both devices will be in normal disconnect mode. Once the 
two devices are in normal disconnect mode, the medium is free for any other device 
to initiate the discovery, address resolution, or connection procedures. 
 
The Infrared Link Management Protocol 
 

The Link Management Protocol (IrLMP) is layered on top of IrLAP, and has two 
main functions: application and service discovery and multiplexing of application 
level connections over the single IrLAP connections. The IrLMP layer allows individual 
service users (applications) to connect and exchange information with similar entities 
in the peer device, independent of any other service users that may be using the 
IrLAP connection. The IrLMP layer provides multiple independent channels to the 
IrLMP layer in the remote device. The IrLMP layer also provides a service with which 
applications can locally register themselves and some significant parameters in an 
information base. Services are also provided that enable those applications to access 
equivalent information in the information base of remote devices. Using this service, 
an application does not need prior knowledge of the applications in a remote device. 
This is an extremely useful feature for the kind of ad-hoc interactions typical of IrDA 
devices. 

The two main functions provided by IrLMP are split between two sublayers. 
The Link Management Multiplexer (LM-MUX) provides the facilities for multiplexing 
application level connections over a an IrLAP connection between a pair of devices.  

The Link Management Information Access Service (LM-IAS) provides the 
services necessary to allow applications to discover devices and access the 
information in the information base of a remote device. 
 
Information Access Service. The information access service maintains 
information about the services provided by the host device and provides services 
that allow access to the information base on remote devices. The information access 
service allows devices to discover which services are available on the host device and 
provides the configuration information necessary to access those services. As an 
example, the most common piece of information required is the LSAPSEL value, 
which tells where a particular service is located.  

The information stored in the information base consists of a number of 
objects. Each object belongs to a specific class, and there may be several objects of 
the same class in the information base. The class defines the attributes that are 
present in each object, and these attributes can be assigned a particular value. The 
attributes of a class can be of type user string, octet sequence, signed integer, or 
missing.  

 
Tiny TP Flow Control Mechanism 
 

Although the IrLAP layer does have provisions for flow control, its use can 
result in deadlock situations, particularly where more than one IrLMP connection is 
operating. Such a deadlock situation can occur if an application in one device is 
waiting for its peer application to send it some data before releasing its buffer space. 
However, another connection may use up the remaining buffer space, causing the 
IrLAP layer to flow-control the link until buffer space becomes available.  
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If both connections are waiting for data from the remote device before freeing 
the buffers, then clearly a deadlock has occurred that cannot be resolved without 
some form of higher-level intervention such as a system reset.  

To overcome this problem, IrDA provides the lightweight transport protocol 
called Tiny TP.  Tiny TP adds a single byte of overhead to each frame and provides a 
per-LSAP-connection credit-based flow control mechanism with the possible 
segmentation and reassembly of service data units of up to 4 Gbytes in size. When a 
Tiny TP connection is initiated, the maximum service data unit size is negotiated and 
some initial credit is extended to each connection endpoint.  

Sending data causes the credit to be decreased by one, and periodically the 
receiver issues more credit. Without credit, the transmitter cannot send any data. It 
must wait until such times as the receiver extends it some more credit. Using Tiny 
TP, a device can ensure that credit is distributed among its applications, ensuring 
that the applications can communicate without reducing the buffer space to such a 
degree that IrLAP flow control must be used. 
 
Conclusion 
 

IrDA has completed the core standards necessary to enable any mobile 
computing platform with ad-hoc, point-and-shoot infrared communications from 
2400 bits/s to 4 Mbits/s. Support for the IrDA platform from a wide variety of 
manufacturers is now becoming apparent, as many products— ranging from printers 
to laptop PCs and PDAs to mobile phones—are being released with IrDA capability. 
All these devices will have the ability to interoperate with one another should that be 
required. With over 130 companies actively maintaining membership in IrDA, 
currently released IrDA-enabled products represent only the tip of the iceberg. In the 
coming months and years, it is expected that more and more computing and other 
devices will be released with built-in IrDA capability.  

However, providing the hardware platform to support IrDA is only half the 
story. Current activity within IrDA is directed at finishing off the IrDA series of 
standards to enable application-level developers to access the IrDA features in a 
uniform and efficient manner. The needs of legacy serial/parallel applications have 
been addressed with the IrCOMM standard.  

Legacy networking applications will be able to use the IrDA features 
implemented in the forthcoming IrLAN protocol.  

However, it is expected that a new class of applications will be developed with 
the express purpose of using the unique features of IrDA-enabled devices. The 
IrOBEX protocol, when completed, will provide application programmers with a 
generic method by which data can be exchanged with other applications without 
having to know the details of the destination application. As an example, transferring 
a graphic to another PDA (which will display it) or to a printer (which will print it) will 
be no different from the source application’s point of view. Alternately, a more 
flexible approach to accessing the IrDA communications facilities will be to directly 
access them through the operating system’s application programming interface. An 
example of this is the WinSock-style API to IrDA, called IrSock, currently being 
developed for the Microsoft) Windows 95 operating system.  

In conclusion, the future for infrared is bright. With cross-industry support, 
IrDA is fast becoming the ubiquitous infrared communications system for portable 
and peripheral devices. Although legacy support for other infrared systems will 
persist for some time to come, the IrDA standard is now used on so many platforms 
that it is unlikely any new systems will be anything other than IrDA-enabled. 
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Preface 
 
Two wireless connectivity technologies – what to choose, 

Bluetooth or IrDA? 
At a first glance, it may seem that the data transfer using 

infrared (Infrared Data Association – IrDA) and Bluetooth are 
competitive technologies struggling with eachother to win the market. 
Workers in this field are questioning even more frequently if both of 
them will survive, considering that they both offer short distance 
wireless connectivity, but looking more closely at their capabilities we 
can say that each has its own advantages and disadvantages over the 
other. Neither can fully satisfy the client’s needs and a possible 
solution would be a combination of the two. 
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What is IrDA 
 

The name of this technology actually represents three infrared comunication 
standards: IrDA – Data , IrDA – Control and recently added Alr. We will only cover 
the Data transmision so by IrDA we will mean the IrDA – Data standard. In general, 
IrDA technology is used to offer wireless connectivity to the devices that would 
normally use cables to interact. IrDA is a standard that was designed for point – to – 
point comunication with a 30 degrees radius (a 30 degree opening), operational to a 
distance of 1 meter, and providing a transmision speed between 9600 bps and 16 
Mbps. 
 
What applications are suited for IrDA  

This technology can be implemented in a wide 
array of devices such as notebooks, desktop 
computers, printers, mobile phones and pagers, 
modems, video cameras, network access, medical 
and industrial equipments even wrist watches and 
a lot more. It is estimated that there are to this 
point more then 150 million devices using this 

standard and it has a projected annual growth of about 40%, 
especially in the domains of personal computers and related devices. 
Further more the widespread acceptance and usage of this technology, 
as well as the robus solutions built around it have sped up the 
implementation of IrDA specifications by other standards 
organisations. A universal acceptance and implementation of this 
standard implies introducing a unique hardware port and the rapid 
development of interconnecting software. 
 
 
What is Bluetooth 
 

Bluetooth (the name is not representative) is an accepted standard asociated 
with a radio frequency (RF) designed for short range wireless point – to – point 
comunication. Using Bluetooth data can be transmited even through solid obstacles, 
non-metal, at distances up to 100 m in special cases (increase transmiter power) 
(ussualy it can be used effectively up to 10 m). The technology is based on a short 
distance radio chip that can set up instant conections for fixed and mobile devices at 
low costs.  
 
 
 
 
 

 
Infrared conections 
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Bluetooth conectivity 
Bluetooth gives the clients the 
posibility to establish wireless 
conections with a large number 
of devices in the fields of 
computers and 
telecommunications. This 
conection is set up fast and even 
automatic between some 

devices. Bluetooth radio technology efficiency can be used in about the 
same devices as IrDA: telephones, pagers, modems, network access 
computers, etc.   
Bluetooth provides instant short range wireless networking for portable 
electronic devices. Bluetooth is actually a universal radio interface that 
operates at 2,45 GHz ISM frequency and has won the support of 
companies like Ericsson, Nokia, IBM, Toshiba, Intel and over 1700 
other electronic devices manufacturers. This frequency was chosen 
because it does not require the purchase of a license and is accesible 
for every radio device. However the problem of interference with other 
devices that use the same frequency such as cordless telephones, 
microwave ovens or automated garage opening sistems must be 
solved. 
Similarities and differences 
 
 The fields where Bluetooth and IrDA technologies can be applied, are 
overlaping. Many applications developed for IrDA are also designed for Bluetooth, 
but there are particular cases  that favor one or the other. We will try to find each of 
theese technologies’ best use. 
 
 
Data transfer 
 

 Both technologies consider data transfer a critical function that must 
implement both simple  (conecting mobile phones) as well as more complicated 
operations (conecting a notebook with a desktop computer). For data transfer both 
use the same high level protocol (OBEX) and this was the intent: Bluetooth and IrDA 
must use as much as possible the same applications for data exchange. Using the 
same protocol makes the applications independent of the medium over which they 
are used, but also raises the question of why both technologies still exist. The 
answer can be found in the fact that both have their ups and downs and, fortunately, 
they complement eachother. 
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IrDA’s strong points 
 

 
 
 
 
A common troublesome scenario is that the data transfer 
takes place in a room with more devices of the same 
kind. An example would be the use of electronic business 
cards. Two businessmen are meeting face to face in a 
conference room with the intent of exchanging 
information, but there are more persons there 
attempting the same thing. This is one of the situations 
where IrDA excells. The short distance and the narrow 
angle required for the comunication is forcing the users 
to point the devices at eachother so the transfer takes 
place without interference and with little effort. Also the 
same proximity requirement offers the first and the 
simplest form of security. If we put Bluetooth in the 
same set-up we will see its limitations. Because of its 
multidirectional characteristic, finding the destination 
device is  difficult. A device using bluetooth must do a 

time consuming search and will find several matches that will force the 
user to select the recipient from a list, using aditional reference points 
such as the address of the device or a familiar name. Also, Bluetooth, 
because of the same multipoint characteristic must use a security 
mecanism to prevent unauthorised access, forcing the users to take 
security measures. 
 
 
Where Bluetooth excells 
 

In other situations, Bluetooth is clearly superior to IrDA, due to its ability to 
penetrate solid non-metal obstacles and maximum mobility it offers. For example, 
with Bluetooth a person can syncronize their mobile phone with a computer without 
even having to take it out of their pocket or suitcase, an impossible feature for IrDA. 
The multidirectional characteristic of Bluetooth offers the possibility of automatic 
syncronisation of your phone with the PC when they get in range and it doesn’t 
require the phone to be kept static. If the phone is in your pocket for example, the 
sincronisation takes place even if you are moving, whereas IrDA requires that the 
phone must stay in the same fixed location for the duration of the link. 
 
 
 
 
 

 
Ericsson R520 
telephone, 
implementing  
Bluetooth 
solution. 
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Network access 
 

Another important function that the two technologies implement is wireless 
networking. Because it doesn’t require a fixed angle and a verry short distance, 
Bluetooth is the preffered choice for this application giving the users a much greater 
freedom of movement then IrDA. Also its multipunct feature offers access to more 
than one device at the same time, for more efficient data exchange. The only 
weakness of Bluetooth in this area would be its narrow bandwidth, having a limit of 1 
Mbps instead of 4 Mbps provided by IrDA which has prospects of offering even 16 
Mbps in the near future. In order to connect an IrDA device to a network the IrLAN 
protocol is used and the requirements of the narrow angle (30 degrees) and short 
distance (1 meter) must be taken into consideration. While an IrDA device is 
connected to a network it must be kept stationary, a requirement not imposed on a 
Bluetooth sistem. 
 
 
Dial-up conectivity 
 

Emulating a EIA/TIA 232 conection between a notebook and a mobile phone 
in order to establish a dial-up conection to the Internet is a common thing for IrDA. 
This is an application targeted also by Bluetooth, its advantages being once again 
mobility and the ability to penetrate obstacles. 
 
 
Voice aplications 
 

A native specification of Bluetooth is the sincronisation of many voice 
channels. This technology has the ability to reserve a bandwidth for vocal data 
transmision. Bluetooth can support with only one device up to three full-duplex vocal 
links at a time. IrDA has a specification component called Infrared for Mobile 
Communications – IrMC which includes RTCON, a full-duplex vocal transmision 
protocol through an IrDA link. RTCON uses a fixed bandwidth of 115,2 Kbps IrDA 
which means multiplexing of more data is unacceptable. IrDA is working well with 
this applincation if both parts of the link are in a fixed position meeting the required 
communication conditions. The most common use is a mobile phone in a car 
emplacement. 
 
 
From the security point of view  
 

The directional nature of IrDA is already a low level 
security measure between the transmitter and the 
reciever. It is possible for a connection to fail 
because of reflected light or surrounding light 
noise. IrDA is not offering security measures for 
conectivity as Bluetooth does, but is relying on 
high-level protocols and applications for 

authenticating and/or encoding. Because Bluetooth is multidirectional, 

 
Nokia 6210 Bluetooth 
compatibility card 
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such a device can be monitored from any direction, including secret 
locations. Bluetooth is dealing with this by offering authentication and 
encryption in its basic protocol. Authentication is relying on a question-
answer protocol using a secret key (password or PIN), both devices 
being required to have the same key. After authentication encryption 
is possible to increase security. 
 
 
Implementation costs 
 

IrDA implementation in devices is verry simple, manufacturers implementing 
them into solutions. Controllers are also easy to make. A complete solution has the 
estimated cost of around 1 US dollar and for later implementation this rises to 2 US 
dollars. Because Bluetooth is not yet generally available, it is difficult to assert 
component prices for the implementation. Initial designs reached 20 US dollars for 
the first generation, with the hope that the next generations will drop the costs to 
around 5 US dollars. 
 
 
Technology acceptance 
  
 Infrared technology is not a definite standard, but because of the eye injury 
risk, all LED based transmiters were included in IEC-825-1 standard. Today IrDA 
specifications comply with IEC standard but there will be some problems when new 
versions that support higher bandwidth and longer distances will be released. They 
will have to verify IEC standards in order to be implemented. 
 With Bluetooth, a radio technology, things are a bit different. The majority of 
world countries acknoledge and allow the use of ISM 2,45 GHz frequency without a 
licence but there are exceptions, such as France, Spain, Japan. It is hard to believe 
that theese problems will be overcome before the mass release of Bluetooth devices.  
 
 
Conclusions 
 
 IrDA and Bluetooth technologies offer a complementary implementation for 
data exchange and vocal applications, the best wireless solution for some devices 
being the presence of both while for others targeted applications must be the 
decisive factor in choosing one or the other. 
 The story of short range wireless communication is in full swing, both IrDA 
and Bluetooth representing major forces in this field.  
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Compared characteristics of the two technologies   
IrDA Bluetooth 
Widespread technology for wireless conectivity Technology that operates in universally accepted ISM 

2,4 GHz radio frequency 
Already installed on over 50 million devices 

Uses a channel multiplexing spectrum, and a  semi-
random algorithm that switches through them during 
the communication 

Support for a wide array of hardware and software Allows as much as 8 devices in a small network (2 to 8 
devices using the same channel) 

Designed for wireless point-to-point communication Has default security measures 
Is compatible with all earlier models Can be used even through non-metal hard obstacles 
The conection must be made under a 30 degree angle 
thus keeping clean of interferences and providing a low 
level of security 

Uses a multidirectional algorithm 
Offers a current bandwidth of 4 Mbps and there are 
projects for increasing it to 16 Mbps Allows simple integration with TCP/IP protocol 



5/27/2003                                                     Suciu Anca, Gerea Catalina, David Cristina, Spiridon Alexandru 
 

- 55 - 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Application:  
Implementation of an IrDA Modem 
using Verilog Hardware Description 

Language 
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Introduction 
 
 The serial infrared link supports optical link lengths from zero to at least 1 
meter for accurate (within specified bit error ratio), free space communication 
between two independent nodes (such as a calculator and a printer, or two 
computers). 

 IrDA devices provide a point-to-point method of data transfer that is 
adaptable to a broad range of computing and communicating devices. The version 
1.0 of the IrDA specification provides communication at data rates up to 115.2 Kbps.  
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The IrDA standard contains three specifications. These relate to the Physical 
Layer, the Link Access Protocol, and the Link Management Protocol. This document 
provides information on the Physical Layer, also called the Serial Infrared (SIR) 
Physical Layer. 

 

 
Figure 1. Physical Layer  

 
The basic hardware building blocks for IrDA communication 
 

 
Figure 2. IrDA Modem  

 
Figure 2 illustrates the basic hardware building blocks for IrDA 

communication. Data rates below 115.2 Kbps can be implemented over a UART or 
RS232 port. A UART interface is implemented in this design for data rates up to 
115.2 Kbps.  

The IrDA specification is intended for use with a serial communications 
controller such as a conventional UART. The data is first encoded before being 
transmitted as IR pulses. As it will be shown in the next pages the serial encoding of 
the UART is NRZ (non return to zero) encoding. NRZ encoded outputs do not 
transition during the bit period, and may remain High or Low for consecutive bit 
periods. This is not an efficient method for IR data transmission with LEDs. To limit 
the power consumption of the LED, IrDA requires pulsing the LED in a RZI (return to 
zero, inverted) modulation scheme so that the peak power to average power ratio 
can be increased. IrDA. requires the maximum pulse width to be 3/16th of the bit 
period. A 16x clock is required, and counting three clock cycles can easily be done to 
encode the transmitted data. 

The IrDA serial interface is often compared to an RS232 serial data 
communication system. However, Figure 2. shows a data modem as a more 
compatible comparison.  

The modem accepts data from the CPU and converts it into a serial infrared 
data stream. The primary data conversion for optical to electrical and electrical to 
optical can be made with an optical transceiver, for instance Siemens IRM3XXX. The 
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Modulation/Demodulation segment encodes data to be transmitted and receive data. 
The output of this module provides the signal for the UART function.  

The IrDA Data Modem is compatible with the physical layer specification and 
sections of the IrLAP layer. 
 
 
Half Duplex and Latency 
 

The IrDA link cannot send and receive data at the same time. The IrDA link is 
a half-duplex interface and a time delay must be allowed from when a link stops 
transmitting until it can receive data again. A time period with a duration of 10 ms 
must be allowed between transmitting and receiving data. The UART interface design 
is full-duplex, supporting simultaneous read and write operations from the 
microprocessor or microcontroller interface. 

 
 

Modulation/Demodulation 
 
 

 
Figure 3. Schematic  

 
16XCLK - Positive edge triggered input clock that is set to 16 times the data 
transmission baud rate. The encode and decode schemes require this signal.  
TXD - Negative edge triggered input signal; usually tied to a UART’s SOUT signal 
(serial data to be transmitted). 
RCV - Output signal which is usually tied to a UART’s SIN signal (received serial 
data). 
NRST - Active low signal used to reset the decode state machine. This signal can 
also be used to disable any data reception input signal irrxd.  
IRRXD- A 3/16th pulse width input signal. The signal is a demodulated (pulse 
stretched) to generate the RXD output signal. 
IRTXD - This signal is the modulated 3/16ths TXD signal. 
 

This module performs the modulation/demodulation function used to both 
encode and decode the electrical pulses from the IR transceiver. These pulses are 
then sent to a standard UART  which will communicate with the microprocessor or 
with the microcontroller. This signal is 16 times the selected baud rate.  

The module is comprised of two state machines – the serial IR encode and the 
serial IR decode blocks. Each of these blocks derives their timing from the same 
16XCLK input signal as the UART. 
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The IR Encode block is driven by the negative edge triggered TXD signal 
from the UART. This initiates the modulation state machine resulting in the 3/16 
modulated irtxd signal which drives the IR transceiver module. 

The IR Decode block is driven by the negative edge triggered irrxd signal 
from the IR transceiver module. After this signal is demodulated and stretched, it 
drives the RXD signal to the UART. 

 
 

1. Modulation 
 
For data rates up to and including 1.152 Mbit/s, RZI modulation scheme is 

used, and a “0” is represented by a light pulse. For rates up to and including 115.2 
kbit/s, the optical pulse duration is nominally 3/16 of a bit duration (or 3/16 of a 
115.2 kbit/s bit duration). 

 

 
 

Figure 4. Modulation 

 
The encoder sends a pulse for every space or “0” that is sent on the TXD line. 

On a high to low transition of the TXD line, the generation of the pulse is delayed for 
7 clock cycles of the 16XCLK before the pulse is set high for 3 clock cycles (or 3/16th 
of a bit time) and then subsequently pulled low.  
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2. Demodulation 
 
 

 
Figure 5. Demodulation  

 
A high to low transition of the IRRXD line signifies a 3/16th pulse. This pulse 

is stretched to accommodate 1 bit time (16 clock cycles). Every pulse that is 
received is translated into a “0” or space on the RXD line equal to 1 bit time. 

 
 

UART (Universal Asynchronous Transmiter Receiver) 
 
UART is an integrated circuit used for serial communications, containing a 

transmitter (parallel-to-serial converter) and a receiver (serial-to-parallel converter), 
each clocked separately.  

 
Figure 6. UART  

 
The parallel side of a UART is usually connected to the bus of a computer. 

When the computer writes a byte to the UART's transmit hold register (THR), the 
UART will start to transmit it on the serial line. The UART's status register contains a 
flag bit which the computer can read to see if the UART is ready to transmit another 
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byte(TX_RDY). Another status register bit says whether the UART has received a 
byte from the serial line(RX_RDY), in which case the computer should read it from 
the receive data register (RDR).  

If another byte is received before the previous one is read, the UART will 
signal an overrun error via another status bit. If incorrectly formated data is 
received the UART may signal a framing error (if the stop bit is 0 instead of 1) or 
parity error(if the parity bit calculated is different from the received one).  

 
 

1. UART Transmitter Logic 
 

Data transfer is controlled by the system microprocessor or microcontroller. 
The UART design must interface with the parallel processor bus and necessary 
control lines. The UART transmit logic consists of interpreting processor write 
commands, generating the transmit clock, TXCLK, at the desired baud rate, and 
shifting out data on SOUT. The UART logic must interpret the active Low write signal 
from the processor and read in data from the data bus. The data is read into the 
transmit hold register (thr). Once the write signal is set to ‘0’, txdatardy flag is set to 
‘1’ to start shifting data out on SOUT. Next block diagram illustrates the logic of 
interpreting the write signal. 
 

 
Figure 7. Assigning Transmit Data  

 
The second part of control logic for the UART transmitter is shifting data on SOUT in 
the format shown below: 
 
 

 
Figure 8. UART Data Out Format  

 
The transmit clock, TXCLK, is generated using a 3-bit counter that increments on the 
rising edge of the 16x input clock. TXCLK controls when data changes on the serial 
data output of the UART.  TXCLK changes value when the 3-bit counter is equal to 
zero.   
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Next block diagram illustrates how the transmitter sends data out according to the 
data format shown above: 
 

     
Figure 9. SOUT control logic  

 
 First the start bit is sent to SOUT. The data is shifted in the transmit shift 
register (tsr) and sent out on SOUT. When the paritycycle signal is set to ‘1’, the 
parity bit is transmitted. Once the data and parity has been transmitted, the stop bit 
is sent. 
 
 

2. UART Receiver Logic 
 

The UART receive logic must interpret the incoming data from the IrDA 
module on SIN, as well as present a parallel byte of data to the microprocessor or 
microcontroller in the system. To interpret the incoming SIN data, the receive logic 
must search for the start bit in the data stream. The start bit is indicated by an 
active Low signal for eight clock cycles after a falling edge on SIN. 
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Figure 10. Receiver logic  

 
After it has received the start bit, it must check if there is still previous data in 

holding register and set the overrun flag. If there is no data in the holding register, it 
will increment a counter. When this counter reaches 16 it means that a bit has been 
received on the serial input line. 

The receiver has also a counter for the received  bits. After 8 bits, the next bit 
received must be a parity bit, that will be compared to the parity bit calculated by 
the receiver, and if there are differences between the two bits, a parity_error flag will 
be set to ‘1’. 

If  the next bit received, which is the stop bit, is not ‘1’ a framming_error flag 
will be set to ‘1’.  

The 8 data bits will be kept in the holding register until the UART receives the 
stop bit and the read signal from the microprocessor and then they will be 
transferred to the data bus. 
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