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INTRODUCTION

By year-end 2005, U.S. consumers will have trashed some 130 million mobile phones and
another mountain of old PDAs, MP3 players, and game consoles. We could, of course, build bigger
landfills to accommodate the billions of obsolete gizmos we throw away each year. But here is a much
better idea: building a wireless multimedia device whose hardware and software can be easily altered
or upgraded so it never becomes obsolete. When new communications standard or multimedia format
comes along, the device could be made to conform it simply by downloading circuit and software
modifications.

For more than 25 years, the microprocessor has been the heart and soul of electronic systems.
Microprocessors are in everything from personal computers to washing machines, from digital cameras
to toasters. But it is this very ubiquity that has made us forget that microprocessors, no matter how
powerful, are inefficient compared with chips designed to do specific thing.
For example, wireless digital communication uses forward error correction to reduce error rates
in the presence of noise. One manufacturer, Texas Instruments Inc., found in its design work that tow
of these forward error corrections techniques tied up as much as 90 percent of a digital signal
processor’s computing capabilities. So instead of processing forward error correction with the signal
processor’s instructions, Texas Instruments built custom logic circuits to handle that function in its
TMS320C6416 digital signal processor. These logic circuits speed up the functions dramatically, in one
case by a factor of 18 and in the other by a factor of four [11].
The obvious place for the designers of products to turn to was the area of application-specific
integrated circuits (ASICs).
ASICs and ASSPs (application-specific standard products) are more efficient that ordinary
microprocessors because they implement functions in hardware rather than in software. They can be
hundreds or thousands of times more efficient, meaning lower cost and higher performance per watt,
than a microprocessor-based implementation. Image-processing functions that consider values in
neighboring pixels, for example, are much more efficient in custom circuits of an ASIC or ASSP than
in the instruction-based complex functions that act on blocks of pixels, while the microprocessor is
restricted to simple functions on a serial stream of pixels.
More efficient though they are, ASICs and their ilk still do not carry us toward a universal
device – one that will do a variety of chores – because they are not versatile. In fact, ASICs, as much as
anything else, have contributed to the proliferation of single-purpose gadgets. A universal handheld
would need dozens, one or more for each of its many functions. Meanwhile, rising mask costs put the
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price of starting production of a new ASIC at US $2 million and are making devices using them
prohibitively expensive.
What is needed is something that combines the performance and efficiency of special-purpose
hardware with the versatility of a programmable device such as a microprocessor. In other words, we
need a programmable logic device.
Enter the field-programmable gate array. FPGAs fill the gap between custom, high-speed, and
low-power ASICs and flexible, lower-speed, and higher-power microprocessors.
In effect, an FPGA is an IC consisting of an array of programmable logic cells. Each cell can be
configured to perform any logic function of, typically, four inputs and one output. The logic cells are
connected using configurable, electrically erasable, static random-access memory (SRAM) cells that
change the FPGA’s interconnection structure.
Just as a software program determines the functions executed by the microprocessor, the
configuration of an FPGA determines its functionality. Novel functions can be programmed into it by
downloading a new configuration, similar to the way a microprocessor can be reprogrammed by
downloading a new software code. However, in contrast to a microprocessor’s functions, the FPGA’s
run in hardware; there is none of software’s relatively slow instruction fetch-decode-execute cycle. The
result is higher speed and lower power dissipation for FPGAs than microprocessors.
While FPGAs have been around fore more than 20 years, only recently have they come with the
equivalent of up to 10 million gates. This makes it possible to run several applications, such as video
processing and display, games and digital mobile phone functions all at once.
Until recently, FPGAs were used mainly for glue logic to connect chips on a printed-circuit
board and for rapid prototyping of IC designs. Because of the high cost and small size of the circuits
that could be programmed on FPGAs, makers of mass-market products did not see them as
economically feasible. But new devices from the likes Xilinx and Altera offer the equivalent of
millions of gates, which translates to a relatively small cost per gate, making FPGAs much more
attractive to manufacturers looking for adding flexibility to their products at a reasonable cost. Just as
FPGA makers now embed microprocessor core in their devices, within the next five years we will be
able to do the reverse: embed FPGAs in system-on-chip for use in consumer electronic devices.

Field Programmable Gate Array (FPGA) technology has become a viable target for the
implementation of algorithms suited to video image processing applications. The unique architecture of
the FPGA has allowed the technology to be used in many such applications encompassing all aspects
of video image processing [4,5]. The goal of this thesis is to develop Verilog realizations of such
algorithms on FPGA architectures.
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As image sizes and bit depths grow larger, software has become less useful in the video
processing realm. Real-time systems such as those that are the target of this project are required for the
high speeds needed in processing video. In addition, a common problem is dealing with the large
amount of data captured using satellites and ground-based detection systems. DSP systems are being
employed to selectively reduce the amount of data to process, ensuring that only relevant data is passed
on to a human analyst. Eventually, it is expected that most video processing can and will take place in
DSP systems, with little human interaction. This is obviously advantageous, since human data analysts
are expensive and perhaps not entirely accurate.

Platforms Used for DSP Design

There are several different choices a designer has when implementing a DSP system of any sort.
Hardware, of course, offers much greater speed than a software implementation, but one must consider
the increase in development time inherent in creating a hardware design. Most software designers are
familiar with C, but in order to develop a hardware system, one must either learn a hardware design
language such as Verilog or VHDL, or use a software-to-hardware conversion scheme, such as
Streams-C [6], which converts C code to VHDL, or MATCH [7], which converts MATLAB code to
VHDL. While the goals of such conversion schemes are admirable, they are currently in development
and surely not suited to high speed applications such as video processing. Ptolemy [8] is a system that
allows modeling, design, and simulation of embedded systems. Ptolemy provides software synthesis
from models. While this type of system may be a dominant design platform in the future, it is still
under much development, meaning that it may not be a viable design choice for some time. A
discussion on the various viable options for DSP system design is found below.

PC Digital Signal Processing Programs

Signal processing programs used on a PC allow for rapid development of algorithms, as well as
equally rapid debug and test capabilities. It is common for many hardware designers to use some sort of
PC programming environment to implement a design to verify functionality prior to a lengthy hardware
design.
MATLAB [9] is such an environment. Although it was created for manipulating matrices in
general, it suits well to some image processing applications. MATLAB treats an image as a matrix,
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allowing a designer to develop optimized matrix operations implementing an algorithm. However, if
the eventual goal is a hardware device, the algorithms are instead often written to operate similarly to
the proposed hardware system, which results in an even slower algorithm.
Systems such as IDL [10] and its graphical component ENVI [11] are more specifically geared
to image processing applications, and include many pre-written algorithms commonly used to process
images. However, even specialized image processing programs running on PCs cannot adequately
process large amounts of high-resolution streaming data, since PC processors are made to be for
general use. Further optimization must take place on a hardware device.

Application Specific Integrated Circuits

Application Specific Integrated Circuits (ASICs) represent a technology in which engineers
create a fixed hardware design using a variety of tools. Once a design has been programmed onto an
ASIC, it cannot be changed. Since these chips represent true, custom hardware, highly optimized,
parallel algorithms are possible. However, except for high-volume commercial applications, ASICs are
often considered too expensive for many designs. In addition, if an error exists in the hardware design
and is not discovered before product shipment, it cannot be corrected without a very costly product
recall.

Dedicated Digital Signal Processors

Digital Signal Processors (DSPs) such as those available from Texas Instruments [12] are a
class of hardware devices that fall somewhere between an ASIC and a PC in terms of performance and
design complexity. They can be programmed with either assembly code or the C programming
language, which is one of the platform’s distinct advantages. Hardware design knowledge is still
required, but the learning curve is significantly lower than some other design choices, since many
engineers have knowledge of C prior to exposure to DSP systems. However, algorithms designed for a
DSP cannot be highly parallel without using multiple DSPs. Algorithm performance is certainly higher
than on a PC, but in some cases, ASIC or FPGA systems are the only choice for a design. Still, DSPs
are a very common and efficient method of processing real-time data [13].
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An area where DSPs are particularly useful is the design of floating point systems. On ASICs
and FPGAs, floating-point operations are rather difficult to implement. For the scope of this project,
this is not an issue because all images consist of only integer data.
Recent advancements in DSP technology have resulted in very high-speed algorithm
implementations. While the advantages of ASICs and FPGAs are still applicable, this new generation
of DSPs has made some engineers reconsider FPGA development. Still, as new DSPs arrive to the
market, so do new FPGAs, and it is expected that the two architectures will have similarly increasing
performance for each new generation of processors.

Field Programmable Gate Arrays

Field Programmable Gate Arrays (FPGAs) represent reconfigurable computing technology [1],
which is in certain ways ideally suited for video processing. Reconfigurable computers are processors
which can be programmed with a design, and then reprogrammed (or reconfigured) with virtually
limitless designs as the designer’s needs change. FPGAs generally consist of a system of logic blocks
(usually look up tables and flip-flops) and some amount of Random Access Memory (RAM), all wired
together using a vast array of interconnects. All of the logic in an FPGA can be rewired, or
reconfigured, with a different design as often as the designer likes. This type of architecture allows a
large variety of logic designs dependent on the processor’s resources, which can be interchanged for a
new design as soon as the device can be reprogrammed.
Today, FPGAs can be developed to implement parallel design methodology, which is not
possible in dedicated DSP designs. ASIC design methods can be used for FPGA design, allowing the
designer to implement designs at gate level. However, usually engineers use a hardware language such
as Verilog or VHDL, which allows for a design methodology similar to software design. This software
view of hardware design allows for a lower overall support cost and design abstraction.
The algorithms presented in this thesis were written for any FPGA architectures.

FPGA Design Options

In order to create an FPGA design, a designer has several options for algorithm implementation.
While gate-level design can result in optimized designs, the learning curve is considered prohibitory for
most engineers, and the knowledge is not portable across FPGA architectures. The following text
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discusses several high-level hardware design languages (HDLs) in which FPGA algorithms may be
designed.

Verilog HDL

Originally intended as a simulation language, Verilog HDL represents a formerly proprietary
hardware design language. Currently Verilog can be used for synthesis of hardware designs and is
supported in a wide variety of software tools. It is similar to the other HDLs, but its adoption rate is
decreasing in favor of the more open standard of VHDL. Still, many designers favor Verilog over
VHDL for hardware design, and some design departments use only Verilog. Therefore, as a hardware
designer, it is important to at least be aware of Verilog.

VHSIC Hardware Design Language

During the last years, VHSIC (Very High Speed Integrated Circuit) Hardware Design Language
(VHDL) has become a sort of industry standard for high-level hardware design. Since it is an open
IEEE standard, it is supported by a large variety of design tools and is quite interchangeable (when
used generically) between different vendors’ tools. It also supports inclusion of technology-specific
modules for most efficient synthesis to FPGAs.

DESIGN APPROACH

Prior to any hardware design, we chose to create versions of the algorithms in MATLAB or in
other software language. Using MATLAB procedural routines to operate on images represented as
matrix data, these software algorithms were designed to resemble the hardware algorithms as closely as
possible. While a hardware system and a matrix-manipulating software program are fundamentally
different, they can produce identical results, provided that care is taken during development. This
approach was taken because it speeds understanding of the algorithm design. In addition, this approach
facilitates comparison of the software and synthesized hardware algorithm outputs.
This project was targeted for FPGA systems for two reasons. First, we had some previous
experience in FPGA implementations. Second, FPGAs represent a new direction for DSP systems, and
there is much original work to be done in terms of optimized algorithms for this type of system.
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Verilog [1,2,3] was chosen as a target design language because of familiarity and its wideranging support, both in terms of software development tools and vendor support.
In the first state, a design is created in Verilog. Next, the code’s syntax is verified and the
design is synthesized, or compiled, into a library. The design is next simulated to check its
functionality. Stimulating the signals in the design and viewing the output waveforms in the Verilog
simulator allows the designer to determine proper functionality of the design. Then, the design is
processed with vendor-specific place-and-route tools and mapped onto a specific FPGA in software.
This allows the engineer to view a floor plan and hierarchical view of the design, which can help
verifying a proper mapping procedure. Next, the design is verified for proper functionality once again.
This step is important because it assures that the design is correct in its translation from Verilog to gate
level. If this is found to be correct, the design can then be programmed onto the specified FPGA.
For this project, we had access to FPGAs, from Xilinx with its design tools (Spartan IIE –
XC2S200E and ISE 6.2i).

Xilinx Spartan™-IIE

The Spartan™-IIE Field-Programmable Gate Array family gives users high performance,
abundant logic resources, and a rich feature set, all at an exceptionally low price. The seven-member
family offers densities ranging from 50,000 to 600,000 system gates. System performance is supported
beyond 200 MHz.
Spartan-IIE devices deliver more gates, I/Os, and features per dollar than other FPGAs by
combining advanced process technology with a streamlined architecture based on the proven Virtex™E platform. Features include block RAM (to 288K bits), distributed RAM (to 221,184 bits), 19
selectable I/O standards, and four DLLs (Delay-Locked Loops). Fast, predictable interconnect means
that successive design iterations continue to meet timing requirements.
The Spartan-IIE family is a superior alternative to mask-programmed ASICs. The FPGA avoids
the initial cost, lengthy development cycles, and inherent risk of conventional ASICs. Also, FPGA
programmability permits design upgrades in the field with no hardware replacement necessary
(impossible with ASICs).
The Spartan-IIE family of FPGAs have a regular, flexible, programmable architecture of
Configurable Logic Blocks (CLBs), surrounded by a perimeter of programmable Input/Output Blocks
(IOBs). There are four Delay-Locked Loops (DLLs), one at each corner of the die. Two columns of
block RAM lie on opposite sides of the die, between the CLBs and the IOB columns. The XC2S400E
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has four columns and the XC2S600E has six columns of block RAM. These functional elements are
interconnected by a powerful hierarchy of versatile routing channels.
Spartan-IIE FPGAs are customized by loading configuration data into internal static memory
cells. Unlimited reprogramming cycles are possible with this approach. Stored values in these cells
determine logic functions and interconnections implemented in the FPGA. Configuration data can be
read from an external serial PROM (master serial mode), or written into the FPGA in slave serial, slave
parallel, or Boundary Scan modes. Xilinx offers multiple types of low-cost configuration solutions
including the Platform Flash in-system programmable configuration PROMs.
Spartan-IIE FPGAs are typically used in high-volume applications where the versatility of a fast
programmable solution adds benefits. Spartan-IIE FPGAs are ideal for shortening product development
cycles while offering a cost-effective solution for high volume production.

Basic Spartan-IIE Family FPGA Block Diagram

Spartan-IIE FPGAs achieve high-performance, low-cost operation through advanced
architecture and semiconductor technology. Spartan-IIE devices provide system clock rates beyond 200
MHz. Spartan-IIE FPGAs offer the most cost-effective solution while maintaining leading edge
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performance. In addition to the conventional benefits of high-volume programmable logic solutions,
Spartan-IIE FPGAs also offer on-chip synchronous single-port and dual-port RAM (block and
distributed form), DLL clock drivers, programmable set and reset on all flip-flops, fast carry logic, and
many other features.
The Spartan-IIE user-programmable gate array is composed of five major configurable
elements:

• IOBs provide the interface between the package pins and the internal logic
• CLBs provide the functional elements for constructing most logic
• Dedicated block RAM memories of 4096 bits each
•Clock DLLs for clock-distribution delay compensation and clock domain control
• Versatile multi-level interconnect structure

As can it be seen in the above figure, the CLBs form the central logic structure with easy access
to all support and routing structures. The IOBs are located around all the logic and memory elements
for easy and quick routing of signals on and off the chip.
Values stored in static memory cells control all the configurable logic elements and
interconnect resources. These values load into the memory cells on power-up, and can reload if
necessary to change the function of the device.

Input/Output Block

The Spartan-IIE IOB, as seen in the next figure, features inputs and outputs that support a wide
variety of I/O signaling standards. These high-speed inputs and outputs are capable of supporting
various state of the art memory and bus interfaces.
The three IOB registers function either as edge-triggered D-type flip-flops or as level-sensitive
latches. Each IOB has a clock signal (CLK) shared by the three registers and independent Clock Enable
(CE) signals for each register.
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Spartan-IIE Input/Output Block (IOB)

In addition to the CLK and CE control signals, the three registers share a Set/Reset (SR). For
each register, this signal can be independently configured as a synchronous Set, a synchronous Reset,
an asynchronous Preset, or an asynchronous Clear.
A feature not shown in the block diagram, but controlled by the software, is polarity control.
The input and output buffers and all of the IOB control signals have independent polarity controls.
Optional pull-up and pull-down resistors and an optional weak-keeper circuit are attached to
each user I/O pad. Prior to configuration all outputs not involved in configuration are forced into their
high-impedance state. The pull-down resistors and the weak-keeper circuits are inactive, but inputs
may optionally be pulled up. The activation of pull-up resistors prior to configuration is controlled on a
global basis by the configuration mode pins. If the pull-up resistors are not activated, all the pins will
float. Consequently, external pull-up or pull-down resistors must be provided on pins required to be at
a well-defined logic level prior to configuration.

Configurable Logic Block

The basic building block of the Spartan-IIE CLB is the logic cell (LC). An LC includes a 4input function generator, carry logic, and storage element. The output from the function generator in
10

each LC drives the CLB output or the D input of the flip-flop. Each Spartan-IIE CLB contains four
LCs, organized in two similar slices; a single slice is shown in the next figure.

Spartan-IIE CLB Slice (two identical slices in each CLB)

In addition to the four basic LCs, the Spartan-IIE CLB contains logic that combines function
generators to provide functions of five or six inputs.
Spartan-IIE function generators are implemented as 4-input look-up tables (LUTs). In addition
to operating as a function generator, each LUT can provide a 16 x 1-bit synchronous RAM.
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Furthermore, the two LUTs within a slice can be combined to create a 16 x 2-bit or 32 x 1-bit
synchronous RAM, or a 16 x 1-bit dual-port synchronous RAM.
The Spartan-IIE LUT can also provide a 16-bit shift register that is ideal for capturing highspeed or burst-mode data. This mode can also be used to store data in applications such as Digital
Signal Processing.

F5 and F6 Multiplexers

The F5 multiplexer in each slice combines the function generator outputs. This combination
provides either a function generator that can implement any 5-input function, a 4:1 multiplexer, or
selected functions of up to nine inputs.
Similarly, the F6 multiplexer combines the outputs of all four function generators in the CLB
by selecting one of the two F5-multiplexer outputs. This permits the implementation of any 6-input
function, an 8:1 multiplexer, or selected functions of up to 19 inputs.
Each CLB has four direct feed-through paths, one per LC. These paths provide extra data input lines or
additional local routing that does not consume logic resources.

VGA port

The five standard VGA signals Red (R), Green (G), Blue (B), Horizontal Sync (HS), and
Vertical Sync (VS) are routed directly to the VGA connector.
12

VGA signal timings are specified, published, copyrighted and sold by the VESA organization
(www.vesa.org). The following VGA system and timing information is provided as an example of how
a VGA monitor might be driven in 640 by 480 mode.

VGA systems and signal timings

CRT-based VGA displays use amplitude modulated, moving electron beams (or cathode rays)
to display information on a phosphor-coated screen. LCD displays use an array of switches that can
impose a voltage across a small amount of liquid crystal, thereby changing light permittivity through
the crystal on a pixel-by-pixel basis. Although the following description is limited to CRT displays,
LCD displays have evolved to use the same signal timings as CRT displays (so the “signals” discussion
below pertains to both CRTs and LCDs).
CRT displays use electron beams (one for red, one for blue and one for green) to illuminate
phosphor that coats the inner side of the display end of a cathode ray tube (see drawing below).
Electron beams emanate from “electron guns”, which are a finely pointed, heated cathodes placed in
close proximity to a positively charged annular plate called a “grid”. The electrostatic force imposed by
the grid pulls away rays of energized electrons as current flows into the cathodes. These particle rays
are initially accelerated towards the grid, but they soon fall under the influence of the much larger
electrostatic force that results from the entire phosphor coated display surface of the CRT being
charged to 20kV (or more). The rays are focused to a fine beam as they pass through the center of the
grids, and then they accelerate to impact on the phosphor coated display surface. The phosphor surface
glows brightly at the impact point, and the phosphor continues to glow for several hundred
microseconds after the beam is removed. The larger the current fed into the cathode, the brighter the
phosphor will glow.
Between the grid and the display surface, the beam passes through the neck of the CRT where
two coils of wire produce orthogonal electromagnetic fields. Because cathode rays are composed of
charged particles (electrons), they can be bent by these magnetic fields. Current waveforms are passed
through the coils to produce magnetic fields that cause the electron beams to transverse the display
surface in a “raster” pattern, horizontally from left to right and vertically from top to bottom.
Information is displayed only when the beam is moving in the “forward” direction (left to right and top
to bottom), and not during the time the beam is reset back to the left or top edge of the display. Much of
the potential display time is therefore lost in “blanking” periods when the beam is reset and stabilized
to begin a new horizontal or vertical display pass.
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The size of the beams, the frequency at which the beam can be traced across the display, and the
frequency at which the electron beam can be modulated determine the display resolution.
Modern VGA displays can accommodate different resolutions, and a VGA controller circuit
dictates the resolution by producing timing signals to control the raster patterns. The controller must
produce TTL-level synchronizing pulses to set the frequency at which current flows through the
deflection coils, and it must ensure that pixel (or video) data is applied to the electron guns at the
correct time. Typically, video data comes from a video-refresh memory, with one or more bytes
assigned to each pixel location. The controller must index into video memory as the beams move
across the display, and retrieve and apply video data to the display at precisely the time the electron
beam is moving across a given pixel.
The VGA controller circuit must generate the HS and VS timings signals and coordinate the
delivery of video data based on the pixel clock. The pixel clock defines the time available to display 1
pixel of information. The VS signal defines the “refresh” frequency of the display, or the frequency at
which all information on the display is redrawn. The minimum refresh frequency is a function of the
display’s phosphor and electron beam intensity, with practical refresh frequencies falling in the 60Hz to
120Hz range. The number of lines to be displayed at a given refresh frequency defines the horizontal
“retrace” frequency.
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For a 640-pixel by 480-row display using a 25MHz pixel clock and 60 +/-1Hz refresh, the
following signal timings can be derived. Timings for sync pulse width and front and back porch
intervals (porch intervals are the pre- and post-sync pulse times during which information cannot be
displayed) are based on observations taken from VGA displays.

VGA Signal Timing

A single dot of color on a video monitor does not impart much information. A horizontal line of
pixels carries a bit more information. But a frame composed of multiple lines can present an image on
the monitor screen. A frame of VGA video typically has 480 lines and each line usually contains 640
pixels. In order to paint a frame, there are deflection circuits in the monitor that move the electrons
15

emitted from the guns both left-to-right and top-to-bottom across the screen. These deflection circuits
require two synchronization signals in order to start and stop the deflection circuits at the right times so
that a line of pixels is painted across the monitor and the lines stack up from the top to the bottom to
form an image. The timing for the VGA synchronization signals is shown in the next figure.

A VGA controller circuit decodes the output of a horizontal-sync counter driven by the pixel
clock to generate HS signal timings. This counter can be used to locate any pixel location on a given
row. Likewise, the output of a vertical-sync counter that increments with each HS pulse can be used to
generate VS signal timings, and this counter can be used to locate any given row. These two
continually running counters can be used to form an address into video RAM. No time relationship
between the onset of the HS pulse and the onset of the VS pulse is specified, therefore designer can
arrange the counters to easily form video RAM addresses, or to minimize decoding logic for sync pulse
generation.
Negative pulses on the horizontal sync signal mark the start and end of a line and ensure that the
monitor displays the pixels between the left and right edges of the visible screen area. The actual pixels
are sent to the monitor within a 25.17 ms window. The horizontal sync signal drops low a minimum of
0.94 ms after the last pixel and stays low for 3.77 ms. A new line of pixels can begin a minimum of
1.89 ms after the horizontal sync pulse ends. So a single line occupies 25.17 ms of a 31.77 ms interval.
The other 6.6 ms of each line is the horizontal blanking interval during which the screen is dark. This is
illustrated in the next figure.

16

In an analogous fashion, negative pulses on a vertical sync signal mark the start and end of a
frame made up of video lines and ensure that the monitor displays the lines between the top and bottom
edges of the visible monitor screen. The lines are sent to the monitor within a 15.25 ms window. The
vertical sync signal drops low a minimum of 0.45 ms after the last line and stays low for 64 ms. The
first line of the next frame can begin a minimum of 1.02 ms after the vertical sync pulse ends. So a
single frame occupies 15.25 ms of a 16.784 ms interval. The other 1.534 ms of the frame interval is the
vertical blanking interval during which the screen is dark.

VGA Color Signals

There are three signals - red, green, and blue - that send color information to a VGA monitor.
These three signals each drive an electron gun that emits electrons which paint one primary color at one
point on the monitor screen. Analog levels between 0 (completely dark) and 0.7 V (maximum
brightness) on these control lines tell the monitor what intensities of these three primary colors to
combine to make the color of a dot (or pixel) on the monitor's screen.
Each analog color input can be set to one of four levels by two digital outputs using a simple
two-bit digital-to-analog converter. The four possible levels on each analog input are combined by the
17

monitor to create a pixel with one of 4 x 4 x 4 = 64 different colors. So the six digital control lines let
us select from a palette of 64 colors.

PS2 port

The 6-pin mini-DIN connector can accommodate a PS2 mouse or PS2 keyboard connection.
Both the mouse and keyboard use a two wire serial bus (including clock and data) to communicate with
a host device, and both drive the bus with identical signal timings. Both use 11-bit words that include a
start, stop and odd parity bit, but the data packets are organized differently, and the keyboard interface
allows bi-directional data transfers (so the host device can illuminate state LEDs on the keyboard).

Bus timings are shown below. The clock and data signals are only driven when data transfers
occur, and otherwise they are held in the “idle” state at logic ‘1’. The timings define signal
requirements for mouse-to-host communications and bi-directional keyboard communications.
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Mouse

The mouse outputs a clock and data signal when it is moved; otherwise, these signals remain at
logic ‘1’. Each time the mouse is moved, three 11-bit words are sent from the mouse to the host device.
Each of the 11-bit words contains a ‘0’ start bit, followed by 8 bits of data (LSB first), followed by an
odd parity bit, and terminated with a ‘1’ stop bit. Thus, each data transmission contains 33 bits, where
bits 0, 11, and 22 are ‘0’ start bits, and bits 11, 21, and 33 are ‘1’ stop bits. The three 8-bit data fields
contain movement data as shown below. Data is valid at the falling edge of the clock, and the clock
period is 20 to 30KHz.

The mouse assumes a relative coordinate system wherein moving the mouse to the right
generates a positive number in the X field, and moving to the left generates a negative number.
Likewise, moving the mouse up generates a positive number in the Y field, and moving down
represents a negative number (the XS and YS bits in the status byte are the sign bits – a ‘1’ indicates a
negative number). The magnitude of the X and Y numbers represent the rate of mouse movement – the
larger the number, the faster the mouse is moving (the XV and YV bits in the status byte are movement
overflow indicators – a ‘1’ means overflow has occurred). If the mouse moves continuously, the 33-bit
transmissions are repeated every 50ms or so. The L and R fields in the status byte indicate Left and
Right button presses (a ‘1’ indicates the button is being pressed).

VISION CPiA

The Color Processor Interface ASIC (CPiA) is a digital video processor requiring only a single
4Mbit DRAM and minimum of passive support components to provide a complete PC peripheral video
capture system.
CPiA accepts raw digital video data from Vision’s CIF format CMOS sensors and is capable of
transferring the resulting YUV video data to a host PC over either USB or Parallel Port interfaces at
rates up to 30 frames per second.
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The CPiA architecture consists of three conceptually separate functional blocks: the Video
Processor (VP), the Video Compressor (VC) and the Control Processor (CP).
The VP controls the VVL404 sensor and processes the raw pixel data into CIF or QCIF YUV
images for compression and transfer to the Host by the VC.
The CP is responsible for coordinating system operation, responding to host requests and
commands as well as performing automatic camera exposure control and color balance.

CPiA SYSTEM BLOCK DIAGRAM

Video Processor Module

The CPiA video processor module provides CIF-format 4:2:2-sampled digital video to the VC
module at frame rates up to 30 frames per second and also interfaces directly to the 356 x 292 pixel
color CMOS image sensor provided in Vision’s VM6404 camera head module. Using a 9-wire cable
and an absolute minimum of external components, the interface incorporates:

1. A 4-wire data bus SDATA[3:0] for receiving both video data and embedded timing
references.
2. A 2-wire serial interface SSDA,SSCL for controlling the camera.
3. The clock for camera module SCLK.
4. 5V and 0V power lines. CPiA is not required to provide power directly to the camera; camera
power is derived from the system power supply.
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The simplified block diagram shown below highlights the key functional blocks within CPiA’s
VP module.

Block Diagram of CPiA Video Processor Module

CPiA provides a master clock SCLK to the camera module. Each 8-bit pixel value generated by
the camera is transmitted across the 4 wire data bus SDATA[3:0] as a pair of sequential 4-bit nibbles,
most significant nibble first. Codes representing the start and end frames and the start and end of lines
are embedded within the video pixel data stream to allow the receiver to synchronize with the video
data which the camera module is generating.
The video processing engine performs these basic functions on incoming data: full color
restoration at each pixel site from Bayer-patterned input data, matrixing/gain on each color channel for
color purity, aperture correction for image clarity, gamma correction, and color space conversion
(including hue and saturation control) from RGB to YCbCr.
Image statistic monitors gather data required by the CP module for end-of-frame housekeeping
tasks such as exposure control and color balance.
The 2-wire camera serial interface provides complete control over how the sensor is setup and
run. Camera exposure and gain values are programmed via this interface.
The following table and diagram illustrate the camera power up sequence:
PU0
PU1
PU2

System Power Up
Sensor Internal-on Reset Triggers, the sensor enters low power mode and
SDATA[3:0] is set to FH.
CPiA internally releases video processing modules from reset. NOTE - this event
is under the control of the Control Processor, and does not occur until the host has
requested video from the camera.
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PU3
PU4-PU5

PU6
PU7-PU8
PU13-PU4

PU15-PU16
PU17-PU18

CPiA enables the sensor clock, SCLK.
At least 16 SCLK clock periods after SCLK has been enabled CPiA sends a
“Soft-Reset” command to the sensor via the serial interface. This ensures that if a
sensor is present then it is in low-power mode.
On detecting 32 consecutive FH values on SDATA [3:0], CPiA detects the
camera
If present, CPiA uploads the sensor defect map from camera head E2PROM.
At least 16 SCLK clock periods after SCLK has been enabled, CPiA sends an
“Exit Low-Power Mode” command to the sensor via the serial interface. This
initiates the sensors 4 frame start sequence.
One frame of alternating 9H & 6H data on SDATA[3:0] for the CPiA to
determine the best sampling phase for the nibble data SDATA[3:0].
4 Frames after the “Exit Low-Power Mode” serial, the sensor starts to output
valid video data.

Camera Head Interface Behavior up to and including first valid video data

Video Compressor Module

22

Video Compression

Video compression components and VC Module interfacing to External DRAM

In the discussion to follow the CPiA device is assumed to be interfaced to the host PC via the
USB; however the discussion equally applies well to the parallel port interface option that CPiA also
provides.
The VP module provides the video data stream to VC. The pixel-based compression algorithm
operates by considering the differences between consecutive frames and encoding those differences in
a Run-Length Buffer (RLB) held in external DRAM. The result is a run-length encoded stream of the
changes from frame-to-frame.
The stream consists of run-lengths of regions where no change has occurred, coded YCbYCr
(YUV422) values of pixel-pairs which have changed significantly, additional codes to mark the
start/end/length of frame rows, a frame header detailing parameters associated with the capture settings
of the encoded data and finally codes to mark the end of the encoded frame.
The VC module implements the compression algorithm conceptually by way of two processes.
The first process is the Differencing Engine/Run-Length Encoder (DE/RLE):
- Each pixel-pair of the current video frame is compared in turn with the corresponding pixelpair stored in the DRAM Frame Store (FS). If this comparison indicates that there exists a
significant difference in value for the given pixel-pair then that pixel-pair’s value is stored at the
next location in the RLB. The stored value is further coded to indicate its status as a pixel-pair
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value rather than a run-length. Conversely, if the comparison indicates that the difference is not
significant, a run-length counter is incremented and stored at the current position in the RLB.
The level of significant difference is dynamically calculated by the CP module from frame-toframe and can be influenced by the host PC. When the DE/RLB finishes processing a frame the
CP module is alerted indicating subsequent processes can commence.

The second process is the Data Streamer/Run-Length Decoder (DS/RLD):
- In parallel with the DE/RLE but delayed with respect to the current position in the RLB, the
Data Streamer (DS) streams data from the RLB to USB interface module for transfer to the
host. In addition, the DS also decodes the RLB stream back into the FS thus updating it. The
software driver also decodes the received RLB stream on the host PC. When the DS/RLB
reaches the end of the data stream the CP module is again alerted and the process repeats.

It is important to be noted that the two processes can run concurrently, that is the DE/RLE can
be encoding the current frame into the RLB while at the same time the DE/RLE can be streaming out
the previously encoded frame to the USB.

DRAM Interface

In order to perform video capture and compression, CPiA depends upon a frame store provided
by a single, low cost DRAM. The integral DRAM controller is designed to support standard 256K x 16
EDO devices, with access times better than or equal to 60ns. Timing diagrams showing bus read and
write cycles are highlighted below. The compression algorithm uses two main data structures within
the DRAM:
- The Frame Store holds a copy of the previous image uploaded to the host. The DE uses this
information to determine significant differences between the FS image and the next image read
from the VP.
- The Run Length Buffer stores the current frame in a run-length encoded form, ready for
upload by the DS/USB to the host.
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DRAM Read Cycle Timing

DRAM Write Cycle Timing

CPiA-Based USB Camera (VCAM-300)

The CPiA-based USB camera is a high-power, bus-powered device. When it is first attached to
a USB hub port it operates in its low-power mode consuming no more than 100mA. Once the camera
has been successfully enumerated it may operate in its high-power mode in which it consumes no more
than 400mA.
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Since the camera is a high-power, bus-powered device it will only enumerate successfully if
connected to a self-powered USB hub. (A bus-powered USB hub is only capable of supplying 100mA
at each downstream port).
The CPiA-based USB camera responds to suspend signaling issued by the USB (more than 3ms
of bus IDLE time). In suspend mode of operation the camera draws no more than 500uA. The camera
does not support remote wakeup.
The CPiA USB camera is a single Configuration, single Interface USB peripheral device. The
single Interface (Interface 1) supports Control Endpoint 0 and Isochronous IN Endpoint 1.
All devices must support Control Endpoint 0 as this is the endpoint with which the PC
communicates over the default pipe at device enumeration time. CPiA utilizes Control Endpoint 0 to
respond to standard USB commands (such as those used at device enumeration time) and to Vendor
specific CPiA commands which are used to control the operation of the camera and to request status
information from the camera. It is to be noted that the camera does not support a USB Class
Specification and so only Vendor commands are used to control the operation of the camera.
Isochronous IN Endpoint 1 is used to transfer video data from the camera to the PC. Using an
isochronous endpoint for this task guarantees bandwidth and latency for the transfer of video data. The
bandwidth requested for video data transfer can be varied by means of the four defined Alternate
Settings of Interface 1.

USB Interface

The USB interface is fully compliant with USB Specification Version 1.0. The USB interface is
designed such that the camera attaches to the PC via a 4-wire USB cable, either directly at the PC
motherboard USB connector (root hub) or via a USB hub (in turn connected to the PC motherboard
root hub). The USB hub may be either a stand-alone USB hub device or a compound USB hub device
incorporated, for example, in a USB monitor or printer.
USB transfers both signal and power over the 4-wire cable such that the camera is powered
from the same cable/connector over which it communicates with the PC. The 4-wire cable carries VBus
(nominally +5V at the source) and GND wires to deliver power to devices and differential data lines,
D+ and D-. The clock is transmitted encoded along with the differential data. The clock encoding
scheme is NRZI with bit stuffing to ensure adequate transitions. A SYNC field precedes each packet to
allow the receiver(s) to synchronize their bit recovery clocks. CPiA provides fully compliant USB
differential pads on-chip so there is no need to use an external, discrete bus transceiver chip such as
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Philips’ PDIUSBP11. In accordance with the USB Specification Version 1.0, the pads have been
characterized for correct operation up to the maximum peripheral cable length of 5m.

SL811HS Embedded USB Host/Slave Controller

The SL811HS is an Embedded USB Host/Slave Controller capable of communicate with either
full-speed or low-speed USB peripherals. The SL811HS can interface to devices such as
microprocessors, microcontrollers, DSPs, or directly to a variety of buses such as ISA, PCMCIA, and
others. The SL811HS USB Host Controller conforms to USB Specification 1.1.
The SL811HS USB Host/Slave Controller incorporates USB Serial Interface functionality
along with internal full-/low-speed transceivers.
The SL811HS supports and operates in USB full-speed mode at 12 Mbps, or at low-speed 1.5Mbps mode.
The SL811HS data port and microprocessor interface provide an 8-bit data path I/O or DMA
bidirectional, with interrupt support to allow easy interface to standard microprocessors or
microcontrollers such as Motorola or Intel CPUs and many others. Internally, the SL811HS contains a
256-byte RAM data buffer which is used for control registers and data buffer.
The available package types offered are a 28-pin PLCC (SL811HS) and a 48-pin TQFP package
(SL811HST-AC). Both packages operate at 3.3 VDC. The I/O interface logic is 5V-tolerant.

SL811HS USB Host/Slave Controller Functional Block Diagram
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Data Port, Microprocessor Interface

The SL811HS microprocessor interface provides an 8-bit bidirectional data path along with
appropriate control lines to interface to external processors or controllers. The control lines, Chip
Select, Read and Write input strobes and a single address line, A0, along with the 8-bit data bus,
support programmed I/O or memory mapped I/O designs.
Access to memory and control register space is a simple two step process, requiring an address
Write with A0 set = 0, followed by a register/memory Read or Write cycle with address line A0 set = 1.
In addition, DMA bidirectional interface in slave mode is available with handshake signals such
as DREQ, ACK, WR, RD, CS and INTR.
The SL811HS Write or Read operation terminates when either nWR or nCS goes inactive. For
devices interfacing to the SL811HS, that deactivate the Chip Select nCS before the Write nWR, the
data hold timing should be measured from the nCS and will be the same value as specified. Thus, both
Intel and Motorola-type CPUs can work easily with the SL811HS without any external glue logic
requirements.

Interrupt Controller

The SL811HS interrupt controller provides a single output signal (INTRQ) that can be activated
by a number of events that may occur as result of USB activity. Control and status registers are
provided to allow the user to select single or multiple events, which will generate an interrupt (assert
INTRQ), and will let the user view interrupt status. The interrupts can be cleared by writing to the
appropriate register (the Status Register at address 0x0d).

Buffer Memory

The SL811HS contains 256 bytes of internal buffer memory. The first 16 bytes of memory
represent control and status registers for programmed I/O operations. The remaining memory locations
are used for data buffering (max. 240 Bytes).
Access to the registers and data memory is through an external microprocessor, 8-bit data bus,
in either of two addressing modes, indexed or, if used with multiplexed address/data bus interfaces,
direct access. With indexed addressing, the address is first written to the device with the A0 address
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line LOW, then the following cycle with A0 address line HIGH is directed to the specified address.
USB transactions are automatically routed to the memory buffer. Control registers are provided, so that
pointers and block sizes in buffer memory can be can set up.

Auto Address Increment Mode

The SL811HS supports auto-increment mode for Read or Write Cycles, A0 mode. In A0 mode,
the Micro Controller sets up the address only once. On any subsequent DATA Read or Write access,
the internal address pointer will advance to the next DATA location.

For example
Write 0x10 to SL811HS in address cycle (A0 is set LOW)
Write 0x55 to SL811HS in data cycle (A0 is set HIGH) -> Write 0x55 to location 0x10
Write 0xaa to SL811HS in data cycle (A0 is set HIGH) -> Write 0xaa to location 0x11
Write 0xbb to SL811HS in data cycle (A0 is set HIGH) -> Write 0xbb to location 0x12

The advantage of auto address increment mode is that it reduces the number of SL811HS
memory Read/Write cycles required to move data to/from the device. For example, transferring 64bytes of data to/from SL811HS using auto increment mode, will reduce the number of cycles to 1
Address Write and 64 Read/Write Data cycles, compared to 64 Address Writes and 64 Data Cycles for
Random Access.

SL811HS Registers

Operation of the SL811HS is controlled through 16 internal registers. A portion of the internal
RAM is devoted to the control register space, and access is through the microprocessor interface. The
registers provide control and status information for transactions on the USB, microprocessor interface,
and interrupts.
Any Write to control register 0FH will enable the SL811HS full features bit. This is an internal
bit of the SL811HS that enables additional features not supported by the SL11H. For SL11H hardware
backward compatibility, this register should not be accessed.
The next table shows the memory map and register mapping of SL811HS.
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Register Name SL811HS
USB-A Host Control Register
USB-A Host Base Address
USB-A Host Base Length
USB-A Host PID, Device Endpoint (Write)/USB Status (Read)
USB-A Host Device Address (Write)/Transfer Count (Read)
Control Register1
Interrupt Enable Register
Reserved Register
USB-B Host Control Register
USB-B Host Base Address
USB-B Host Base Length
USB-B Host PID, Device Endpoint (Write)/USB Status (Read)
USB-B Host Device Address (Write)/Transfer Count (Read)
Status Register
SOF Counter LOW (Write)/HW Revision Register (Read)
SOF Counter HIGH and Control Register2
Memory Buffer

SL811HS (hex)
Address
00H
01H
02H
03H
04H
05H
06H
Reserved
08H
09H
0AH
0BH
0CH
0DH
0EH
0FH
10H - FFH

The registers in the SL811HS are divided into two major groups. The first group is referred to
as USB Control registers. These registers enable and provide status for control of USB transactions and
data flow. The second group of registers provides control and status for all other operations.

Register Values on Power-up and Reset

The following registers initialize to zero on power-up and reset:
- USB-A/USB-B Host Control Register [00H, 08H] bit 0 only;
- Control Register 1 [05H];
- USB Address Register [07H];
- Current Data Set/Hardware Revision/SOF Counter LOW Register [0EH].

All other registers power-up and reset in an unknown state and should be initialized by
firmware.
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USB Control Registers

Communication and data flow on the USB uses the SL811HS’s USB A-B Control Registers.
The SL811HS can communicate with any USB Device functions and any specific endpoints via the
USBA or USBB register sets.
The USB A-B Host Control Registers can be used in a Ping-Pong arrangement to manage
traffic on the USB. The USB Host Control Register also provides a means to interrupt an external CPU
or Micro Controller when one of the USB protocol transactions is completed. The table above shows
the two sets of USB Host Control Registers, the “A” set and “B” set. The two register sets allow for
overlapped operation. When one set of parameters is being set up, the other is transferring. On
completion of a transfer to an endpoint, the next operation will be controlled by the other register set.
The USB-B register set can be used only when SL811HS mode is enabled by initializing
register 0FH.

Interfacing an External Processor to the SL811HS/S

The SL811HS is a dual-role capable, i.e., host or peripheral, embedded USB controller. As
such, it is designed to be easily connected, as a memory mapped peripheral, to a variety of external
embedded processors ranging from an 8051 to a StrongARM or even a FPGA if it is properly
configured. This section describes the typical methods used to connect the SL811HS/S to an embedded
processor.
This section also describes a typical configuration of support circuitry needed when a USB
controller is incorporated into a USB-enabled embedded system.
The SL811HS/S incorporates an industry-standard address/data bus. The requirements of the
embedded processor signals are laid out in the following list:
- Active LOW CHIP SELECT signal;
- Active LOW READ signal;
- Active LOW WRITE signal;
- Active HIGH INTERRUPT signal;
- Address bus or GPIO;
- Data bus, at least 8-bits wide;
- GPIO to drive various signals such as RESET, USB bus power-enable, various resistors…etc.
The number of GPIO required is dependent on the controller’s configuration.
31

CHIP SELECT (nCS) is used to enable the SL811HS/S interface and read or write the
SL811HS/S registers/memory. nCS essentially signals that the transaction is intended for “this chip” as
opposed to another one that might share the same read or write signals. nCS must be asserted by the
embedded processor for at least 65 ns during a transaction in order for the transaction to be valid. With
some embedded processors this may require that the firmware set an additional number of wait-states
so that nCS does not cycle too fast. Wait-state generation is processor dependent, so no information
will be given here on how to set additional wait states. If the SL811HS/S is the only IC on the
embedded processor’s data bus, nCS can be continuously asserted.
READ (nRD) is an active LOW signal driven by the embedded processor that is used to signal a
register or memory read. Before a read can take place, the desired address to read must be written into
the SL811HS/S. During a read nCS must also be asserted in order for the SL811HS/S to recognize the
assertion of nRD. The minimum pulse width of the nRD pulse is 65 ns. 65 ns after the assertion of nRD
the D[7:0] signals switch from hi-z to driving mode and drive the data bus until 5 ns after nRD is
deasserted. The minimum spacing in between nRD assertions is 85 ns.
WRITE (nWR) is an active LOW signal driven by the embedded processor that is used to write
an address, register, or memory location. In conjunction with nWR, nCS must also be asserted in order
for the SL811HS/S to recognize the assertion of the nWR signal. nWR is asserted LOW for a minimum
of 65 ns. Data is written from the embedded processor to the SL811HS/S on the rising edge of nWR.
The data must remain valid on the bus for 5 ns after nWR is deasserted in order for it to be properly
latched by the SL811HS/S. The minimum spacing between nWR assertions is 85 ns.
ADDRESS (A0) signal is driven by the embedded processor and is used in conjunction with the
nWR signal to define a write as an address pointer or data. If A0 is LOW during a write, the write goes
to an address pointer register. If A0 is HIGH, the write goes to a register or memory location pointed to
by the address pointer register. For instance, if we want to write to the register at address 00h we would
first perform a write with D[7:0] set to 00h and A0 set LOW. Then we would perform another write
with D[7:0] set to the register value and A0 set HIGH. The value of A0 must be held for 10 ns after the
assertion of nWR in order for the write to be properly recognized. Typically this signal would be
connected to address bit 0 on an 8-bit processor, address bit 1 on a 16-bit processor, or address bit 2 on
a 32-bit processor.
INTERRUPT (INTRQ) signal is asserted HIGH by the SL811HS/S during a programmable
interrupt event. Some examples may include the completion of a transaction or the connection of a new
peripheral device. INTRQ is asserted HIGH until the interrupt event is cleared by writing to the
associated interrupt clearing register in the SL811HS/S. The interrupt polarity is not programmable, so
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an external inverter may be required if a particular processor does not support active HIGH interrupt
signaling.
DATA BUS (D[7:0]) is used to transfer data in and out of registers or memory. The data bus is
normally held in a high-impedance state unless both nCS and nRD are asserted during a read
transaction. The D[7:0] pins should be connected to the least significant byte of the embedded
processor’s data bus.
RESET (NRST) must be asserted LOW at power-on by the embedded processor or an external
POR circuit. NRST is asserted for 16 clock cycles of the CLK signal. Further transactions with the
SL811HS/S should not take place before 16 cycles of CLK after NRST is deasserted.
ROLE (M/S) signal determines the operating role for the SL811HS at the assertion of an
external reset. At the assertion of NRST the value of the M/S pin is latched into the internal M/S
register bit. If M/S is held LOW, the SL811HS acts as a USB host. If M/S is held HIGH, the SL811HS
is a USB peripheral. During normal operation the M/S bit does not have any effect on the operation of
the SL811HS. The operating role of the SL811HS may be changed without external reset by software
running on the embedded processor that changes the SL811HS internal M/S register bit.
DMA SIGNALS (nDACK, nDRQ) are peripheral-only DMA related signals and are typically
not used with an embedded processor so they are not described here.
The SL811HS/S I/Os are 5-volt tolerant, but will only drive its own I/Os to 3.3 volts. As long
the embedded processor has TTL or 3.3-volt CMOS level inputs the SL811HS/S interface should not
require voltage translation buffering.

Example Write Transaction
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Example Read Transaction

Example SL811HS/S Circuits

Two typical circuit configurations are shown in the next figures. The 48-pin version of the
SL811HS is shown in each of the figures; however the same pin configurations apply to the 28-pin
package.
The first figure represents a typical USB embedded host with power protection and all
associated components.
The clock may be supplied from a 3.3-volt 12-/48-MHz CMOS oscillator or a 12-/48-MHz
crystal. The chosen clock source must meet the jitter and accuracy requirements of the USB 2.0
specification, meaning that driving the clock from an external processor timer/counter output may or
may not be possible.
Reset is generated via a GPIO on the embedded processor. Reset could also be generated from a
dedicated POR circuit.
The second figure shows a typical USB peripheral configuration for the SL811HS or SL811S
(minus the M/S pin). In this situation the USB data line pull-up resistor must be able to be disabled
while power is disconnected; therefore two GPIO are required on the embedded processor. The pull-up
resistor is connected to D+, meaning that the circuit is configured for full-speed USB operation. If lowspeed USB operation is desired, the pull up resistor should be connected to the D– signal.
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SL811HS in a Typical USB Host Configuration

SL811HS/S in a Typical USB Peripheral Configuration

Programming Interface

The SL811HS uses a memory mapped interface with an 8-bit address range. The first 16
addresses (00h-0Fh) are filled with 20 registers used to control the USB host SIE.
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The addresses ranging from 10h-FFh are used as user assignable USB FIFO buffers. The next
figure shows the SL811HS memory map.

SL811HS Memory Map

The 20 host control registers are used to enable transactions, interrupts, and report status.

USB-A/B Host Control (0x00, 0x08, R/W) – This register is used to provide control over basic
host transactions. For example, the register enables USB transactions, sets the transaction direction, and
controls the data toggle.

USB-A/B Base Address (0x01, 0x09, R/W) – This register acts as a memory pointer in the
range of 10h-FFh. Data that is sent to a USB peripheral is gathered from this internal memory location
and sent over the USB. Data reported from a USB peripheral is put at the memory location pointed to
by this register.

USB-A/B Base Length (0x02, 0x0A, R/W) – The base length is used to determine the
maximum length of a transaction. When the SL811HS sends data to a USB peripheral this register
determines the length of the data in the packet. When the USB peripheral reports data back to the host
this register determines the maximum data length that will be accepted.

USB-A/B PID/Endpoint (0x03, 0x0B, W) – This register contains the host PID (i.e., SETUP,
IN, OUT) and the target endpoint number.
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USB-A/B Status (0x03, 0x0B, R) – This register contains the status of the last performed USB
transaction. The status includes the received PID (ACK, NAK, and STALL), data toggle, and any error
condition.

USB-A/B Address (0x04, 0x0C, W) – This register contains the USB peripheral device address.

USB-A/B Transfer Count (0x04, 0x0C, R) – This register contains the residual transfer count
after a USB transaction has taken place. In either transfer direction this register value represents the
difference between the value written to the Base Length register and the actual number of bytes written
from/read into the SL811HS internal memory. If the peripheral tries to send too large of a packet for
the SL811HS to handle, the error will be noted in the Status register.

Control 1 (0x05, R/W) – This register enables SOF generation, resets the SIE, allows software
to set the USB data line states, sets the USB bus speed, and suspends the SL811HS. The ability to set
the USB data lines states is particularly useful for signaling a USB bus reset.

Interrupt Enable (0x06, R/W) – This register allows software to enable an interrupt signal
(INTRQ HIGH) on certain events. These events include transaction completion, SOF, device
insertion/removal, and resume signaling detection.

Interrupt Status (0x0D, R/W) – This register is read by the external processor upon an interrupt
event to find which event caused the interrupt. The events reported in this register correspond to the
events enabled in the Interrupt Enable register. The interrupt is deasserted by writing a 1 to any asserted
interrupt bit.

SOF Counter Low (0x0E, W) – Sets the low byte of the timer that tracks SOF timing. This
register should be written with E0h after reset.

Hardware Revision (0x0E, R) – This register allows device firmware to read the current silicon
revision. See the SL81HS data sheet for the most current valid values.

SOF Counter High/Control 2 (0x0F, R/W) – Sets the high byte of the timer that tracks SOF
timing, allows software to swap D±, and selects host or peripheral modes. This register should be
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written with the value AEh after reset to enable host mode and proper SOF timing. The SOF Counter
High/Low registers must be initialized before enabling SOF generation.

Two transaction engines, USB-A and USB-B, are provided so that one transaction can be set up
while the other is taking place. The transaction engines are symmetric, so it does not matter which one
is used and device software is not required to interact with both engines. In fact some simpler
applications, such as using a mouse and keyboard on a set top box, would typically only use one engine
because throughput requirements for these devices are minuscule and software complexity can be
reduced by dealing with one engine only. Both transaction engines are more commonly used in highthroughput applications such as video or mass storage.

USB Host Operation

There are essentially eight parts to interacting with the SL811HS during USB host operation.
Each of these items will be described in detail in the following section.
These parts include:
- Enabling interrupts;
- Vbus-on and device attachment;
- USB bus reset;
- SOF/EOP generation;
- USB transactions;
- Errors;
- USB bus suspend/resume;
- Remote wake-up.

Enabling Interrupts – Initially the “insert/remove” interrupt should be enabled. This interrupt
can be enabled by writing to the Interrupt Enable register previously described.

Vbus-on and device attachment – Power should be applied to the bus after the interrupts are
enabled so that the SL811HS will properly report the attachment of any peripheral devices. Device
attachment is reported by the assertion of INTRQ pin. The interrupt source can be read via the Interrupt
Status register. If the “insert/remove” interrupt is asserted, the “device detect” bit should be polled. If
“device detect” is asserted (asserted = 0), then a peripheral is attached and the interrupt was more than
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likely not caused by a peripheral power-on glitch. However, a safer method to absolutely determine
device attachment is to wait 5–10 ms before proceeding with device attachment processing. Since the
device attachment/detachment hardware in the SL811HS is not de-bounced, multiple interrupts may
occur after the device tries to initially attach to the USB. Once the device firmware has determined that
a device is definitely attached, the “D+” bit in the Interrupt Status register is used to determine the
speed of the attached peripheral. If “D+” is asserted then the attached peripheral is a full-speed device.
If “D+” is not asserted then the device is a low-speed peripheral. USB operational speed is set with the
“USB speed” bit in the Control 1 register. If a device attach/detach interrupt occurs and the “device
detect” bit is deasserted, software should immediately consider the device as detached.

USB bus reset – After a device is attached the host is required to generate a USB bus reset.
USB reset through a hub is not discussed in this document, however more information can be found in
the USB specification. USB bus reset is generated when the SL811HS drives both D+ and D– LOW for
50 ms or more. Bits 3 and 4 of the Control 1 register allow software to directly control the states of the
SL811HS D± pins and set both pins LOW. After 50 ms, control of the D± pins should be returned to
the SL811HS SIE via the same control bits.

SOF/EOP generation – The SL811HS must wait at least 2.5 µs after USB bus reset deassertion
before beginning any transaction including “Start of Frame” (SOF) transactions. During this “reset
relaxation” time software should set up the SOF counter high/low registers as described in the previous
section. After the reset relaxation period, SOF generation can be started by writing to the “SOF
enable/disable” bit in the Control 1 register. The “ARM” bit in the USB-A Host Control register must
also be set to enable SOF generation.

USB transactions – Transactions should not be started any sooner than 100 ms after the
deassertion of USB bus reset. Before performing any USB transactions, the “USB-A” and “USB-B”
interrupts (if B engine is used) should be enabled in the Interrupt Enable register. Each transaction will
require software to set up to five register values. These include the internal buffer memory address
(USB-A/B Host Base Address), the length of the transaction (USB-A/B Host Base Length), the
peripheral device address (USB-A/B Host Device Address), the USB PID and peripheral endpoint
(USB-A Host PID, Device End point), and the transaction enable (USB-A/B Control). The value of
these registers should not be modified after the transaction is enabled or before the transaction is
complete. Upon transaction completion, an interrupt will be signaled to the controlling processor. At
this time the USB-A/B Status register should be read to determine any errors. The USB-A/B Host
39

Transfer Counter register should be read as well to determine if the entire data packet was properly
sent.

Errors – Errors may occur during USB transactions; for instance if a misbehaving device is
attached, or a device is detached in the middle of a transaction. Any error must be dealt with in
software on the controlling processor. How a USB host stack should deal with specific errors is beyond
the scope of this document, however the USB specification covers most error cases in detail.

USB suspend/resume – USB suspend essentially entails shutting off SOF generation and not
performing any more transactions until the USB is resumed. SOF generation can be disabled in the
Control 1 register using the “SOF enable/disable” bit. A USB resume simply requires that SOF
generation be turned back on.

Remote Wake-up – Remote wake-up signaling can be automatically detected and can cause an
interrupt. Resume detection should be enabled before the USB is put into suspend. First, the “device
detect/resume” bit in the interrupt enable register is set in order to detect the resume event. This
interrupt enable bit should only be used to detect resume signaling. This interrupt should not be set to
detect device insertion, as it will continuously interrupt during USB traffic. After the USB resumes,
this bit should be de-asserted. The final step is to set the “suspend” bit in the Control 1 register to
enable resume signaling detection.

Endpoint 0 Control Transactions

This section provides state diagrams of USB host controller transactions. A USB host may need
to support up to three types of transactions on endpoint 0. These transactions include Control-Read,
No-Data Control, and Control-Write transactions. Operations that require one or more register writes
are shown in bold. State change decisions are shown with a question mark and can be determined by
reading the USB Status register and the USB Host Transfer Count register. Upon any disconnect event
during a transaction the flow should automatically transition to the error handler. Non-control endpoint
transactions, such as bulk, isochronous, or interrupt are essentially simpler subsets of control
transactions, so their details are not covered here.
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The SL811HS can be used as a versatile and full-featured embedded USB host controller. The
combination of a standard signaling interface and simple control registers allows the SL811HS to be
integrated with a small or large scale embedded USB host stack.

10BASE-T FPGA interface

The Ethernet full-duplex protocol is easy to implement in an FPGA. The goal here is to
interface an FPGA to a 10BASE-T connection.
The 10/100BASE-T interface is described in the IEEE 802.3 standard [19]. The standard is
freely available on the IEEE 802.3 Standards Association page. Relevant chapters include chapter 3
(MAC frame structure) and 14 (10BASE-T).
10/100BASE-T uses RJ-45 8 pins connectors. They look like this:
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Out of the 8 pins, only 4 are used:
1. TD+ (transmit +)
2. TD- (transmit -)
3. RD+ (receive +)
4.
5.
6. RD- (receive -)
7.
8.
One pair of pins is used for transmission (TD+/TD-), one for reception (RD+/RD-).
Each pair uses a differential electric signal (differential signals are more immune to external
interferences). Also each wire pair is twisted in the cable, which further improves the immunity.
To send data on Ethernet, you cannot just send it like that; you have to encapsulate it into an
Ethernet packet. The packet contains a header with the information necessary for the data to reach its
destination.
The Ethernet is based on the idea of a shared medium - if a station sends a packet, everybody on
the line receives it. Each Ethernet card has a unique ID (the "MAC address"), so each card can
automatically discard packets meant for another station. The MAC address is 6 bytes long (48 bits),
which is big enough to allow each Ethernet card on earth to have a unique number.
Ethernet was originally built using a truly shared medium (a single coaxial cable connected to
several stations). The same cable was used for both transmission and reception. Therefore, you could
not transmit and receive at the same time. Communication was half-duplex.
Half-duplex uses a protocol called "CSMA/CD" (Carrier Sense Multiple Access with Collision
Detection).
In half-duplex:
•

Before transmitting, each station has to listen to make sure the line is free ("Carrier Sense").

•

Still, it is possible that two stations transmit just at the same time. So a complex protocol as
to exist to abort ("Collision Detection") and resume transmission later.

10/100BASE-T uses "unshielded twisted pair" cables ("UTP" cables) to replace coaxial cables.
UTP cables allow full-duplex because they contain separate wire pairs for transmission and reception.
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Full-duplex communication is better:
•

You get twice the bandwidth.

•

Each station has a dedicated medium and can start transmitting at any time without
complication (CSMA/CD doesn't apply anymore).

Internet Protocols [20]

The Internet protocols are the world's most popular open-system (nonproprietary) protocol suite
because they can be used to communicate across any set of interconnected networks and are equally
well suited for LAN and WAN communications. The Internet protocols consist of a suite of
communication protocols, of which the two best known are the Transmission Control Protocol (TCP)
and the Internet Protocol (IP). The Internet protocol suite not only includes lower-layer protocols (such
as TCP and IP), but it also specifies common applications such as electronic mail, terminal emulation,
and file transfer.
Documentation of the Internet protocols and policies are specified in technical reports called
Request For Comments (RFCs), which are published and then reviewed and analyzed by the Internet
community. Protocol refinements are published in the new RFCs. To illustrate the scope of the Internet
protocols, the next figure maps many of the protocols of the Internet protocol suite and their
corresponding OSI layers.

Internet protocols span the complete range of OSI model layers
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User Datagram Protocol (UDP)

The User Datagram Protocol (UDP) is a connectionless transport-layer protocol (Layer 4) that
belongs to the Internet protocol family. UDP is basically an interface between IP and upper-layer
processes. UDP protocol ports distinguish multiple applications running on a single device from one
another.
Unlike the TCP, UDP adds no reliability, flow-control, or error-recovery functions to IP.
Because of UDP's simplicity, UDP headers contain fewer bytes and consume less network overhead
than TCP.
UDP is useful in situations where the reliability mechanisms of TCP are not necessary, such as
in cases where a higher-layer protocol might provide error and flow control.
UDP is the transport protocol for several well-known application-layer protocols, including
Network File System (NFS), Simple Network Management Protocol (SNMP), Domain Name System
(DNS), and Trivial File Transfer Protocol (TFTP).
The UDP packet format contains four fields, as shown in the next figure. These include source
and destination ports, length, and checksum fields.

A UDP packet consists of four fields

Source and destination ports contain the 16-bit UDP protocol port numbers used to demultiplex
datagrams for receiving application-layer processes. A length field specifies the length of the UDP
header and data. Checksum provides an (optional) integrity check on the UDP header and data.

IP/UDP over Ethernet

The packet uses three different protocols: Ethernet, IP and UDP (low to high level protocols).
Each protocol adds its own functionality and is embedded into a lower level one. The Ethernet
part allows the packet to be sent locally on an Ethernet network. The IP part allows the packet to be
routed through the Internet. The UDP part allows useful data to be sent (the "payload").
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The UDP is embedded into the IP, which itself is embedded into the Ethernet. This is a good
example on how network protocols are used together.

The packet shown above is decoded here:
- Ethernet preamble/SFD (synchronizer): 55 55 55 55 55 55 55 D5
- Ethernet destination address: 00 10 A4 7B EA 80
- Ethernet source address: 00 12 34 56 78 90
- Ethernet type: 08 00 (=IP)
- IP header: 45 00 00 2E B3 FE 00 00 80
- IP protocol: 11 (=UDP)
- IP checksum: 05 40
- IP source (192.168.0.44): C0 A8 00 2C
- IP destination (192.168.0.4): C0 A8 00 04
- UPD source port (1024): 04 00
- UPD destination port (1024): 04 00
- UDP payload length + header length (18+8): 00 1A
- UPD checksum: 2D E8
- UDP payload (18 bytes): 00 01 02 03 04 05 06 07 08 09 0A 0B 0C 0D 0E 0F 10 11
- Ethernet checksum: B3 31 88 1B

PROJECT ALGORITHMS

This project was focused on developing hardware implementations of three popular image
processing algorithms for use in an FPGA-based video processing system. This chapter discusses these
algorithms and their software implementations in MATLAB.

Introduction to Windowing Operators

In image processing, several algorithms belong to a category called windowing operators.
Windowing operators use a window, or neighborhood of pixels, to calculate their output. For example,
windowing operator may perform an operation like finding the average of all pixels in the
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neighborhood of a pixel. The pixel around which the window is found is called the origin. The next
figure shows a 3 by 3 pixel window and the corresponding origin.

Pixel Window and Origin
The work for this project is based on the usage of image processing algorithms using these pixel
windows to calculate their output. Although a pixel window may be of any size and shape, a square 3x3
size was chosen for this application because it is large enough to work properly and small enough to
implement efficiently on hardware.

Rank Order Filter

The rank order filter is a particularly common algorithm in image processing systems. It is a
nonlinear filter, so while it is easy to develop, it is difficult to understand its properties. It offers several
useful effects, such as smoothing and noise removal. The median filter, which is a rank order filter, is
especially useful in noise removal [15].

This filter works by analyzing a neighborhood of pixels around an origin pixel, for every valid
pixel in an image. Often, a 3x3 window, of pixels is used to calculate its output. For every pixel in an
image, the window of neighboring pixels is found. Then the pixel values are sorted in ascending, or
rank, order. Next, the pixel in the output image corresponding to the origin pixel in the input image is
replaced with the value specified by the filter order. The rank order filter can be represented by the
following lines of pseudo-code:

order = 5 (this can be any number from 1 -> # pixels in the window)
for loop x –> number of rows
for loop y –> number of columns
window_vector = vector consisting of current window pixels
sorted_list = sort(window_vector)
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output_image(x,y) = sorted_list(order)
end
end.

The next figure shows an example of this algorithm for a median filter (order 5), a filter that is
quite useful in salt-and-pepper noise filtering [18]. Since the rank order filter uses no arithmetic, a
mathematical description is difficult to represent efficiently.

Graphic Depiction of Rank Order Filter Operation

As is obvious in the above figure, it is possible to use any order up to the number of pixels in
the window. Therefore a rank order filter using a 3x3 window has 9 possible orders and a rank order
filter using a 5x5 window has 25 possible orders. No matter what the window size used in a particular
rank order filter, using the middle value in the sorted list will always result in a median filter. Similarly,
using the maximum and minimum values in the sorted list always results in the flat dilation and erosion
of the image, respectively. These two operations are considered part of the morphological operations,
and are discussed in the next sub-chapter.

MATLAB Implementation

The PC software program MATLAB was used to develop an initial version of the rank order
filter, so that its operation could be verified and its results could be compared to the hardware version.
While MATLAB offers features that speed up operations on matrices like images, custom operations
were used so that the software would closely mimic the functionality of the proposed hardware
implementation.
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The MATLAB implementation of the rank order filter is called ro_filt.m and is found in
Appendix A. It works by using for loops to simulate a moving window of pixel neighborhoods. For
every movement of the window, the algorithm creates a list of the pixel values in ascending order.
From this list, the algorithm picks a specific pixel. The pixel that is chosen from the list is specified in
the order input. The output of the program is an image consisting of the output pixels of the algorithm.
Since a full 3x3 neighborhood is used in this implementation, the window must have gotten to the
second line of the input image in order to create an output. The result of this is that some ‘edge effects’
occur in the output image, meaning that there is always an invalid strip along the borders of the output
image. This is true for all algorithms using the windowing approach to image processing. Figure 8
shows some example output images for a given input image using ro_filt.m. From this figure it is easy
to observe the effect that the rank order filter has on an image, given the various algorithm orders used.

Example Images Obtained Using Rank Order Filter
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Morphological Operators

The term morphological image processing refers to a class of algorithm that is interested in the
geometric structure of an image. Morphology can be used on binary and grayscale images, and is useful
in many areas of image processing, such as skeletonization, edge detection, restoration, and texture
analysis.
A morphological operator uses a structuring element to process an image. We usually think of a
structuring element as a window passing over an image, which is similar to the pixel window used in
the rank order filter. Similarly, the structuring element can be of any size, but 3x3 and 5x5 sizes are
common. When the structuring element passes over an element in the image, either the structuring
element fits or does not fit. At the places where the structuring element fits, we achieve a resultant
image that represents the structure of the image [16]. The next figure demonstrates the concept of a
structuring element fitting and not fitting inside an image object.

Concept of Structuring Element Fitting and Not Fitting

There are two fundamental operations in morphology: erosion and dilation [16]. It is common
to think of erosion as shrinking (eroding) an object in an image. Dilation does the opposite; it grows the
image object. Both of these concepts depend on the structuring element and how it fits within the
object. For example, if a binary image is eroded, the resultant image is one where there is a foreground
pixel for every origin pixel where it is surrounding structuring element-sized fit within the object. The
output of a dilation operation is a foreground pixel for every point in the structuring element at a point
where the origin fits within an image object [16]. The next figure shows a simple binary image and its
erosion and dilation, using a 3x3 sized structuring element consisting of all ones. From [16], Erosion
and dilation can be represented mathematically by the following formulas:
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where A is the input image and B is the structuring element.
Grayscale morphology is more powerful and more difficult to understand. The concepts are the
same, but instead of the structuring element fitting inside a two-dimensional object, it is thought to
either fit or not fit within a three-dimensional object. Grayscale morphology also allows the use of
grayscale structuring elements. Binary structuring elements are termed flat structuring elements in
grayscale morphology. The combination of grayscale images and grayscale structuring elements can be
quite powerful [16].

Binary Erosion and Dilation on a Simple Binary Image

One of the strongest features of morphological image processing extends from the fact that the
basic operators, performed in different orders, can yield many different, useful results. For example, if
the output of an erosion operation is dilated, the resulting operation is called an opening. The dual of
opening, called closing, is a dilation followed by erosion. These two secondary morphological
operations can be useful in image restoration, and their iterative use can yield further interesting results,
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such as skeletonization and granulometries of an input image. The next figure shows an example of
binary opening and closing on the same input image as was used in the erosion/dilation example, again
using a structuring element of size 3x3 consisting of all ones.
Grayscale erosion and dilation can be achieved by using a rank order filter as well. Erosion
corresponds to a rank order filter of minimum order, and dilation corresponds to a rank order filter of
maximum order. The reason for this is that the result of a minimum order rank order filter is the
minimum value in the pixel neighborhood, which is exactly what an erosion operation is doing. This
also holds true for a maximum order rank order filter and a dilation operation. However, the rank order
filter only works as a morphological operation with a flat structuring element. This is because the rank
order filter window works as a sort of structuring element consisting of all ones. Still, this is a powerful
feature, since grayscale morphology using flat structuring elements accounts for the most common
usage of morphology.

Binary Opening and Closing on a Simple Binary Image
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MATLAB Implementation

In order to garner a full understanding of the morphological operation, the algorithms were
written using MATLAB prior to any hardware development. Initially, only binary versions of the
algorithms were written, because it was easier to understand the effect of morphology in the binary
output images than in grayscale images. However, since a grayscale implementation on hardware was
desired, the algorithms had to be re-written to facilitate grayscale morphology. The MATLAB
implementations of erosion and dilation are called aip_erode_gs.m and respectively aip_dilate_gs.m.
The source code for these algorithms is shown in Appendix A. The next figures show the output of
erosion, a dilation, an opening, and a closing as applied on a grayscale input image using a flat 3x3
structuring element.

Grayscale Erosion and Dilation on an Input Image
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Grayscale Opening and Closing on an Input Image

From the figures above, the effects of morphological operations are apparent. In a grayscale
image, erosion tends to grow darker areas, and dilation tends to grow lighter areas. Opening and
closing each tend to emphasize certain features in the image, while de -emphasizing others. Iteratively,
the morphological operations can be used to pick out specific features in an image, such as horizontal
or vertical lines [16].

Convolution

Convolution is another commonly used algorithm in DSP systems. It is from a class of
algorithms called spatial filters. Spatial filters use a wide variety of masks, also known as kernels, to
calculate different results, depending on the function desired. For example, certain masks yield
smoothing, while others yield low pass filtering or edge detection.
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Algorithm

The convolution algorithm can be calculated in the following manner. For each input pixel
window, the values in that window are multiplied by the convolution mask. Next, those results are
added together and divided by the number of pixels in the window. This value is the output for the
origin pixel of the output image for that position. Mathematically, this is represented using the
following equation [17]:

Where A is the input image and k is the convolution kernel.
The input pixel window is always the same size as the convolution mask. The output pixel is
rounded to the nearest integer. As an example, the next figure shows an input pixel window, the
convolution mask, and the resulting output. In this example this convolution mask is often used as a
noise-cleaning filter [17].
The results for this algorithm carried over an entire input image will result in an output image
with reduced salt-and-pepper noise. An important aspect of the convolution algorithm is that it supports
a virtually infinite variety of masks, each with its own feature. This flexibility allows for many
powerful uses.

Convolution Algorithm Example
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MATLAB Implementation

MATLAB was again used to produce a software version of the algorithm. It is called
conv_3x3.m and is found in Appendix A. The MATLAB version of this algorithm performs
convolution on an input image using a 3x3-sized kernel, which can be modified as the user wishes. The
next figure shows some examples of this algorithm on an input image, with the kernels K1, K2, and
K3, as shown below.

Kernels Used to Compute the Images

Grayscale Convolution
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The figures above demonstrate the wide variety of feature enhancement possible with the
convolution operation. It is important to note that these images are not scaled. Often an image that has
been convolved will have a smaller pixel value variance than the input image. For example, it is
obvious that the convolution operation using the K3 kernel results in a mostly black image. Scaling
would bring the brightest points in the image (around 30, 30) up to a value of 256, and scale the rest of
the image likewise. This results in an image that may have more discernable features.

VERILOG IMPLEMENTATION

Generating Images

This project involves implementing a simple VGA controller on a Xilinx FPGA using Verilog.
We have implemented a parameterized VGA controller module based on simple counters and
comparators. The top-level design contains logic for 800x600@72Hz screen resolution due to the
50MHz clock.
The VGA controller basically consists of parameterized counters and comparators. A
"horizontal counter" counts pixels in a line, including the sync pulse, front porch, back porch, etc.
Then, "pulse generators" look at the output of the counter and output a pulse of a given length starting
at a given count. These comparators are used to generate hsync and the active video signal. The logic
for vertical is similar. The main difference is that the vertical counter has a clock enable, which is
driven by a one-cycle pulse triggered by hsync. This makes the vertical counter count lines instead of
pixels.
Verilog Instantiation Template:

VGATimer #(800,64,120,56, 600,23,6,37, 1) timer (clk, hsync, vsync, active, x, y);

We have developed a VGATimer circuit, which can be parameterized for any standard VGA
signal, as long as you can provide it with the correct pixel clock. The timer takes 9 parameters. The first
four describes the timing of a single line in pixel clock cycles. The second group of 4 parameters
describes the vertical timing in terms of horizontal lines. (It is clocked off the hsync line.) The last
boolean parameter describes the true value of the sync signals. A '1' describes an active high sync,
while a value of '0' denotes an active low sync.
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RTL Schematic for the VGATimer verilog module

The next example will illustrate how simple is to obtain an image on a VGA monitor.

module VGATestTop(clk, hsync, vsync, r1, r0, g1, g0, b1, b0);
input clk;
output hsync;
output vsync;
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output r1, r0, g1, g0, b1, b0;
wire r1, r0, g1, g0, b1, b0;
wire active;
wire [11:0] x;
wire [11:0] y;
VGATimer #(800,64,120,56, 600,23,6,37, 1) timer (clk, hsync, vsync, active, x, y);
assign r1 = active&&(~(x[0]^y[0]));
assign r0 = active&&(~(x[1]^y[1]));
assign g1 = active&&(~(x[2]^y[2]));
assign g0 = active&&(~(x[3]^y[3]));
assign b1 = active&&(~(x[4]^y[4]));
assign b0 = active&&(~(x[5]^y[5]));
endmodule

59

RTL Schematic for the VGATestTop verilog module
This generates an image like the next one on a VGA monitor.

The next step is to generate a user controlled image. This is illustrated by a game of chess. One
can play by moving the chess figures with a ps/2 mouse. The mouse verilog interface is shown below.

module mouse_VGA_interface(clk, reset, mdata, mclock, x, y, L, R, M, cursor, xc, yc);
input clk;
input reset;
inout mdata;
inout mclock;
input [11:0] x;
input [11:0] y;
output L;
output R;
output M;
output cursor;
output [9:0] xc;
output [9:0] yc;
wire cursor;
reg L,R,M;
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reg [1:0] cs;
reg [9:0] xc;
reg [9:0] yc;
reg [7:0] B1,B2,B3;
reg old_key;
wire [7:0] data;
wire receive_key;
assign cursor = (x=={2'b00,xc})||(y=={2'b00,yc});
ps2_mouse mouse(clk,mdata,mclock,data,receive_key);
always @(posedge clk or posedge reset)
if (reset) begin
cs <= 2'b00;
L <= 1'b0;
M <= 1'b0;
R <= 1'b0;
xc <= 10'd400;
yc <= 10'd300;
end else if (receive_key!=old_key) begin
old_key <= !old_key;
if (cs==2'b00) begin
B1 <= data;
if (!data[7]&&!data[6]&&data[3]) cs <= 2'b01;
end else if (cs==2'b01) begin
if (B1[4]) B2 <= ~data + 1;
else B2 <= data;
cs <= 2'b10;
end else begin
if (B1[5]) B3 <= ~data + 1;
else B3 <= data;
cs <= 2'b00;
L <= B1[0];
M <= B1[2];
R <= B1[1];
if (B1[4]) xc <= xc - B2[4:0]; else xc <= xc + B2[4:0];
if (B1[5]) yc <= yc + B3[4:0]; else yc <= yc - B3[4:0];
end
end
endmodule
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RTL Schematic for the mouse_VGA_interface verilog module

The chess game interface looks like the picture below.
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The chess board is generated by the following verilog code:
assign bord=((x>0)&&(x<511)&&(y>0)&&(y<511))&&(~(x[6]^y[6]))&&(~piesa);
X and Y are the screen counters and “piesa” a signal that indicates if there is a chess figure in
that position.
The “piesa” signal is generated by a module named “piese”.
piese piesele(pen,x[5:0],y[5:0],tip,piesa);
The chess figures are represented as six 64 by 64 binary matrixes. The type of the chess figure
is represented by 3 bits in the signal vector named “tip”.

RTL Schematic for the piese verilog module

This module implements a logic function that determines if the current position counters select
a point from the body of a chess figure with the type “tip”.
There are 2 clocks, one for each player. The clocks are active one at the time and are switched
by the occurrence of a movement event.
One can select a chess figure by pressing the left button and move it by pressing the right button
of the mouse.
The interface is quite simple because it is generated on spot. No image is stored in memory.

After the above generating images examples, we can focus on something more complex like
implementing the “Windowing Operators” on the FPGA.
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Windowing Operators

In order to implement a moving window system in Verilog, a design was devised that took
advantage of certain features of FPGAs. FPGAs generally handle flip-flops quite easily, but
instantiation of memory on chip is more difficult. Still, compared with the other option, off-chip
memory, the choice using on-chip memory was clear.
It was determined that the output of the architecture should be vectors for pixels in the window.
Since it was deemed necessary to achieve maximum performance in a relatively small space,
BRAM units specific to the target FPGA were used.
A 3 by 3 window size was chosen because it was small enough to be easily fit onto the target
FPGAs, and is considered large enough to be effective for most commonly used image sizes.
The data used for this project consisted of 2 bit grayscale image data of size 128 by 128. For any realtime image processing system, the data size used greatly affects the number of resources used on that
hardware. Fortunately, the Verilog code for this project is written in such a way that facilitates different
data bit widths and resolution quite easily. Some code needs to be hand coded, so inclusion of different
data sizes will require some thought and a small amount of redesign.
The first step is to design a memory structure that will return a 3 by 3 matrix window. This is
done by splitting the data in a matrix of BRAM modules instead of one single bloc.

module rom_poza(clk,x,y,out);
parameter N = 2;
input clk;
input [6:0] x,y;
output [9*N-1:0] out;
reg [9*N-1:0] out;
wire [6:0] x1,y1,x2,y2,x3,y3,x4,y4,x5,y5,x6,y6,x7,y7,x8,y8,x9,y9;
wire [N-1:0] romout[15:0];
wire [16*N-1:0] ro;
reg [N-1:0] romout1,romout2,romout3,romout4,romout5,romout6,romout7,romout8,romout9;
rom0 poza0({y[6:2],x[6:2]},clk,ro[2*2-1:0]);
rom1 poza1({y[6:2],x[6:2]},clk,ro[4*2-1:2*2]);
rom2 poza2({y[6:2],x[6:2]},clk,ro[6*2-1:4*2]);
rom3 poza3({y[6:2],x[6:2]},clk,ro[8*2-1:6*2]);
rom4 poza4({y[6:2],x[6:2]},clk,ro[10*2-1:8*2]);
rom5 poza5({y[6:2],x[6:2]},clk,ro[12*2-1:10*2]);
rom6 poza6({y[6:2],x[6:2]},clk,ro[14*2-1:12*2]);
rom7 poza7({y[6:2],x[6:2]},clk,ro[16*2-1:14*2]);
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assign romout[0] = ro[2-1:0];
assign romout[1] = ro[2*2-1:2];
assign romout[2] = ro[3*2-1:2*2];
assign romout[3] = ro[4*2-1:3*2];
assign romout[4] = ro[5*2-1:4*2];
assign romout[5] = ro[6*2-1:5*2];
assign romout[6] = ro[7*2-1:6*2];
assign romout[7] = ro[8*2-1:7*2];
assign romout[8] = ro[9*2-1:8*2];
assign romout[9] = ro[10*2-1:9*2];
assign romout[10] = ro[11*2-1:10*2];
assign romout[11] = ro[12*2-1:11*2];
assign romout[12] = ro[13*2-1:12*2];
assign romout[13] = ro[14*2-1:13*2];
assign romout[14] = ro[15*2-1:14*2];
assign romout[15] = ro[16*2-1:15*2];
assign x1 = x[6:0] - 1;
assign y1 = y[6:0] - 1;
assign x2 = x[6:0];
assign y2 = y[6:0] - 1;
assign x3 = x[6:0] + 1;
assign y3 = y[6:0] - 1;
assign x4 = x[6:0] - 1;
assign y4 = y[6:0];
assign x5 = x[6:0];
assign y5 = y[6:0];
assign x6 = x[6:0] + 1;
assign y6 = y[6:0];
assign x7 = x[6:0] - 1;
assign y7 = y[6:0] + 1;
assign x8 = x[6:0];
assign y8 = y[6:0] + 1;
assign x9 = x[6:0] + 1;
assign y9 = y[6:0] + 1;
always @(x or y)
begin
romout1 <= romout[{y1[1:0],x1[1:0]}];
romout2 <= romout[{y2[1:0],x2[1:0]}];
romout3 <= romout[{y3[1:0],x3[1:0]}];
romout4 <= romout[{y4[1:0],x4[1:0]}];
romout5 <= romout[{y5[1:0],x5[1:0]}];
romout6 <= romout[{y6[1:0],x6[1:0]}];
romout7 <= romout[{y7[1:0],x7[1:0]}];
romout8 <= romout[{y8[1:0],x8[1:0]}];
romout9 <= romout[{y9[1:0],x9[1:0]}];
out <= {romout1,romout2,romout3,romout4,romout5,romout6,romout7,romout8,romout9};
end
endmodule
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In this module there are 8 “Single-Port Block Memory LogiCORE” modules (poza0…..poza7)
generated by Xilinx CORE Generator.
The Single-Port Block Memory LogiCORE module generates fully synchronous drop-in
modules for the Virtex(TM), Virtex(TM)-II, Spartan(TM)-3 and Spartan(TM)-II families. It uses
Virtex, Virtex-II or Spartan-II block memory for performance and efficiency. The core supports all
three Virtex-II write mode options: Read-After-Write, Read-Before-Write and No-Read-On-Write. It
supports memory depths ranging from 2 to 256K words for Virtex, Spartan-3 and Spartan-II and 2 to
1M words for Virtex-II. The core is delivered through the Xilinx CORE Generator System and
integrates seamlessly with the Xilinx design flow.

The initialization files for this cores (*.coe) are generated by a PHP script from a PNG image.
A .coe file is a plain text file and looks like this:
MEMORY_INITIALIZATION_RADIX=2;
MEMORY_INITIALIZATION_VECTOR=
0000, 1111, 1111, 1111, 1100, 1100, 0000, 0010, 1100, 0011, 0011, 0010, 1111, 1111, 0000, 0000, 0000, 0000, 0000, 0000,
0000, 0101, 0101, 0101, 0101, 0101, 0101, 0100, 0101, 0000, 0000, 0000, 0100, 1000, 1011, 1111, 1000, 0010, 0110, 0101,
1100, 0001, 0001, 0001, 0100, 0000, 0100, 0111, 0000, 1010, 0000, 1100, 0000, 0011, 0000, 0101, 0101, 0000, 0101, 0000,
0000, 0010, 1000, 1111, 1111, 1010, 1010, 1010, 0000, 0000, 0000, 0000, 0000, 0000, 1010, 0001, 0101, 0000, 0100, 0100,
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0000, 0011, 0000, 0000, 1100, 0000, 0000, 0000, 0000, 0101, 0101, 0000, 0000, 0011, 0000, 1000, 1111, 0101, 1001, 1100,
0000, 0000, 0000, 1011, 1000, 0100, 0001, 1001, 0101, 0110, 0111, 1100, 0000, 0000, 0010, 1100, 0000, 0000, 1001, 0000,
0000, 0000, 0000, 0000, 0010, 1011, 0000, 0000, 0000, 0100, 0010, 1001, 0100, 0100, 0000, 1111, 1100, 1101, 0010, 1000,
1111, 0101, 0101, 0100, 0000, 0000, 0000, 0011, 0000, 0101, 1110, 0000, 0100, 0000, 0001, 0000, 0111, 0001, 1111, 0111,
0000, 1101, 1100, 1001, 1000, 0000, 0000, 0001, 0001, 0000, 1100, 0110, 1111, 1011, 1001, 1111, 1111, 0000, 0000, 0000,
1101, 0010, 1001, 0100, 0000, 0011, 1100, 1100, 0000, 0000, 1101, 0011, 1100, 0000, 0011, 1010, 1000, 0100, 0000, 0000,
0101, 1111, 0000, 1111, 1011, 1110, 1001, 0100, 0011, 0000, 0001, 0000, 1001, 0000, 0101, 0101, 1111, 0011, 1011, 0101,
0001, 0100, 0001, 0111, 0010, 1100, 0010, 0101, 1000, 0100, 0010, 1010, 0100, 0000, 0000, 1010, 0111, 1110, 0010, 0001,
0000, 0010, 0011, 1100, 0100, 0111, 0011, 0000, 0000, 0101, 0110, 1001, 0110, 1000, 0000, 0001, 0001, 0000, 0101, 0000,
0101, 1101, 0011, 1000, 0000, 0000, 1111, 1010, 1011, 0100, 0000, 0000, 1000, 0000, 1111, 0001, 0100, 0101, 0101, 1010,
0110, 1001, 0010, 0110, 0101, 0100, 0101, 1111, 0000, 1000, 0000, 1011, 0100, 0010, 0101, 0011, 0000, 0000, 1100, 1010,
1100, 1111, 1010, 1000, 0001, 0000, 0011, 1000, 0011, 0110, 0101, 0010, 1010, 1010, 0010, 0010, 0000, 1001, 1101, 1111,
0001, 1000, 0011, 1111, 1010, 0010, 0100, 0011, 0100, 1100, 0001, 1111, 1010, 1111, 1100, 0101, 1011, 0000, 0011, 1100,
0011, 0101, 1001, 1001, 1110, 1011, 1110, 1010, 1001, 0101, 0101, 1100, 0001, 1001, 0100, 1010, 0000, 1111, 0101, 1001,
1001, 0110, 1011, 1110, 1111, 0000, 0110, 1001, 1101, 0001, 1111, 0011, 1100, 0001, 1001, 0011, 1011, 0000, 1000, 1010,
0001, 0101, 0001, 0011, 1000, 0110, 0101, 1010, 0100, 0011, 1110, 1110, 0000, 1111, 0011, 1010, 1010, 0111, 0010, 0101,
0011, 0000, 0100, 0011, 0011, 0000, 0010, 0101, 1011, 1111, 1010, 0110, 1001, 0001, 0000, 1111, 0010, 1001, 0110, 1111,
1101, 1111, 1111, 1010, 1011, 1111, 1010, 1110, 1111, 1100, 1100, 1001, 0011, 0011, 0010, 0000, 1111, 1000, 0100, 0110,
0110, 1010, 1010, 0110, 0000, 0001, 0001, 1101, 0000, 1001, 0110, 1011, 0011, 1111, 1111, 0010, 1110, 1011, 1011, 1110,
1010, 0111, 1100, 1101, 0101, 0000, 1001, 1001, 1100, 0000, 0011, 1101, 0101, 1010, 1010, 1001, 0000, 0000, 0001, 1011,
0000, 0000, 1000, 0110, 0111, 1111, 1111, 0111, 1111, 1110, 0010, 0011, 1010, 0001, 1111, 1010, 0000, 1111, 0111, 0001,
1111, 0100, 0000, 0011, 1100, 0001, 1001, 0100, 0000, 0101, 0100, 1111, 1010, 0101, 0000, 0110, 1100, 1111, 0000, 1100,
1111, 0010, 1010, 1001, 0111, 0011, 1101, 1010, 0100, 0100, 0101, 1001, 0100, 0011, 0000, 1100, 0000, 0000, 0011, 0000,
0001, 1111, 0100, 1111, 0010, 0101, 0110, 1010, 1011, 1101, 0101, 1110, 1011, 0000, 1001, 1000, 1010, 1011, 1101, 1000,
0011, 1101, 0000, 0010, 1111, 0000, 1111, 1111, 0000, 0011, 0011, 0111, 1111, 0101, 0011, 0001, 0010, 0110, 0110, 0101,
0111, 1011, 1010, 1110, 1110, 0110, 0110, 0101, 0110, 0110, 0101, 0010, 0001, 1000, 0101, 0011, 1100, 1100, 0000, 0001,
1101, 1101, 1111, 1111, 1110, 1011, 0001, 0100, 0011, 0001, 0010, 1000, 0110, 1111, 1110, 1110, 1010, 0100, 0000, 1110,
0000, 0000, 1111, 1000, 0101, 0001, 1101, 1100, 0011, 1111, 0100, 1100, 0001, 0101, 0001, 1110, 0000, 0011, 0100, 1010,
0001, 1000, 0110, 1010, 0110, 0010, 1010, 0011, 0101, 1001, 0000, 0111, 1101, 0110, 1011, 1011, 0101, 0000, 0000, 0101,
0001, 1111, 0001, 0100, 0000, 1100, 1000, 0000, 1101, 0100, 1111, 1000, 1001, 1010, 1010, 0001, 1010, 0110, 1110, 1110,
0110, 1001, 0100, 0011, 1101, 0100, 0001, 0000, 0101, 1010, 0000, 0101, 1001, 0010, 0000, 0000, 0000, 0000, 0011, 0000,
0100, 0000, 0111, 0101, 1001, 0001, 1000, 1010, 0101, 1010, 0110, 1111, 0101, 1001, 0101, 0011, 0101, 1010, 1100, 1111,
1010, 0100, 1111, 1100, 0000, 1111, 0011, 0000, 1001, 1110, 0100, 0100, 0100, 1100, 0000, 0101, 0011, 0001, 0010, 0101,
0110, 0110, 0110, 0100, 1001, 1001, 0001, 1101, 1111, 1010, 1000, 0000, 0001, 1100, 1100, 0000, 1000, 1010, 1111, 1010,
1011, 1100, 0011, 1100, 0000, 0000, 0011, 0101, 0000, 1111, 0101, 1010, 1001, 1001, 1001, 1001, 1001, 0110, 1010, 0101,
0111, 1100, 0001, 0001, 0010, 0110, 1111, 0010, 1111, 1111, 1010, 0111, 0000, 0000, 0010, 0000, 0100, 1101, 0001, 1000,
0001, 1111, 1011, 1001, 1010, 0110, 1010, 0101, 0100, 0101, 1010, 0110, 0001, 1001, 1001, 0100, 0010, 1111, 1111, 1110,
1011, 1000, 0000, 1110, 0000, 1100, 1101, 0111, 0000, 1100, 0000, 1010, 0000, 1111, 1111, 1000, 1011, 1001, 0110, 1001,
1010, 1110, 1011, 1000, 1001, 1010, 1011, 1100, 0100, 1001, 1001, 1001, 0010, 0001, 0111, 0011, 1000, 0011, 0100, 1101,
0000, 0011, 0101, 0101, 0011, 0011, 1111, 0011, 0100, 1001, 1010, 0101, 1010, 0001, 1110, 1111, 1001, 1000, 1100, 1111,
0000, 1010, 1010, 1000, 0011, 0000, 0011, 1111, 0011, 0001, 0000, 0100, 0000, 0000, 0101, 1010, 0000, 0000, 0000, 0100,
1001, 0101, 1010, 1001, 0001, 1010, 0110, 1111, 1011, 1010, 1000, 1111, 0001, 1010, 0000, 1111, 1100, 0000, 0101, 0000,
0100, 0101, 0100, 0000, 0100, 0000, 0101, 0101, 1110, 1100, 0000, 0010, 0110, 0100, 0000, 1110, 0101, 0001, 0101, 0110,
1111, 0011, 1011, 0100, 0011, 1011, 1110, 0110, 1001, 0001, 0110, 1010, 0101, 0000, 1010, 0101, 0101, 0001, 0101, 0101,
0000, 0000, 1111, 0101, 1010, 0011, 0010, 1101, 0101, 0001, 1010, 0101, 0111, 1010, 1010, 1110, 1111, 1011, 1010, 1110,
1010, 0100, 0110, 0110, 1010, 0101, 0110, 0101, 0101, 1010, 0000, 1111, 0000, 0000, 0101, 1000, 0010, 1010, 0011, 1010,
1010, 0101, 0101, 1001, 1010, 0101, 1010, 1010, 1110, 1000, 1101, 1100, 1111, 1100, 0001, 1110, 1000, 0101, 0101, 1001,
0101, 0001, 1100, 1100;

The rom0.coe file

This file is obtained using the next PNG image:
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The PHP script is quite simple. It uses the PNG image to generate a matrix and then split it in to
the 8 *.coe files.
<?php
echo "<html><body>";
list($width, $height, $type, $attr) = getimagesize("./algo.png");
echo "<img src=\"./algo.png\" $attr>";
echo "<br><br>";
$im = ImageCreateFromPng("./algo.png");
for ($i=0;$i<$height;$i++)
for ($j=0;$j<$width;$j++) {
$rgb = ImageColorAt($im, $j, $i);
$a[$j][$i] = $rgb>>5;
}
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=0;$i<$height;$i+=4)
for ($j=0;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=0;$i<$height;$i+=4)
for ($j=2;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=1;$i<$height;$i+=4)
for ($j=0;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=1;$i<$height;$i+=4)
for ($j=2;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
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echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=2;$i<$height;$i+=4)
for ($j=0;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=2;$i<$height;$i+=4)
for ($j=2;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=3;$i<$height;$i+=4)
for ($j=0;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
echo "MEMORY_INITIALIZATION_RADIX=2; <br>MEMORY_INITIALIZATION_VECTOR=
<br> ";
for ($i=3;$i<$height;$i+=4)
for ($j=2;$j<$width;$j+=4)
echo str_pad(decbin($a[$j][$i]), 2, "0", STR_PAD_LEFT).str_pad(decbin($a[$j+1][$i]), 2, "0",
STR_PAD_LEFT).", ";
echo "<br><br>";
ImageDestroy($im);
echo "<br>Gata!!!";
echo "</body></html>";
?>
After the implementation of such memory structure, the implementation of the “Windowing
Operators” is easy.

Rank Order Filter

The rank order filter was the first algorithm to use the 3 by 3 pixel window generator memory.
Since its operation is fairly simple, it was an ideal choice. As discussed above, the rank order filter
must first sort the pixel values in a window in ascending (or rank) order. The most efficient method
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accomplishing this is with a system of hardware compare/sort units, which allow for sorting a window
of nine pixels into an ordered list for use in the rank order filter. The next step is to pick the right one.
The basic bloc is a compare unit, consisting of a simple decision.

module comp(x,y,min,max);
parameter N = 2;
input [N-1:0] x;
input [N-1:0] y;
output [N-1:0] min;
output [N-1:0] max;
reg [N-1:0] min,max;
always @(x or y)
if (x<y) begin
min = x;
max = y;
end else begin
min = y;
max = x;
end
endmodule

RTL Schematic for the comp verilog module

The Rank Order Filter consists in 7 layers of such basic comparators and one final test:

assign f5 = (w81>w19)? w81:w82;
70

There are 10 input values to sort. 9 values from the 3 by 3 window and the 9th value once again.
The 9th value appears 2 times to reduce the number of comparators layers and the duplicate is removed
by the final test.

RTL Schematic for the Rank Order 5 Filter

The others Rank Order Filters (1,2,3,4,6,7,8,9) have only the 7 layers of basic comparators
because the last test is not used.
The Rank Order Filters module is fully parameterized and could generate any type of filter.

rof #( Rank , Color_bit_number ) roX(win,rofX);

Because all the layers consist in combinational logic modules, the selection occurs in the same
clock cycle. This is a huge advantage in overall speed performance.

Morphological Operators

Since the most commonly used morphological operators are those with flat structuring elements
of square shape, they can be assimilated with the Rank Order Filter using orders of 1 and 9, which
yields the same results. For consistency there is a distinct implementation.
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module mo(in,out);
parameter tip = 0;
parameter N = 2;
input [9*N-1:0] in;
output [N-1:0] out;
reg [N-1:0] out;
wire [N-1:0] w1,w2,w3,w4,w5,w6,w7,w8,w9;
assign w1 = in[9*N-1:8*N];
assign w2 = in[8*N-1:7*N];
assign w3 = in[7*N-1:6*N];
assign w4 = in[6*N-1:5*N];
assign w5 = in[5*N-1:4*N];
assign w6 = in[4*N-1:3*N];
assign w7 = in[3*N-1:2*N];
assign w8 = in[2*N-1:N];
assign w9 = in[N-1:0];
always @(w1 or w2 or w3 or w4 or w5 or w6 or w7 or w8 or w9)
case (tip)
0 : out = w1&w2&w3&w4&w5&w6&w7&w8&w9;
1 : out = w1|w2|w3|w4|w5|w6|w7|w8|w9;
default : out = w1&w2&w3&w4&w5&w6&w7&w8&w9;
endcase
endmodule

Convolution

The design of the convolution algorithm in Verilog was a much more difficult problem than the
rank order filter design. This was due to its use of more complex mathematics. For example, the rank
order filter really just sorts the pixels in a window and outputs one of them, while the convolution
algorithm uses adders, multipliers, and dividers to calculate its output. On FPGAs, use of mathematics
tends to slow down performance. Many designers favor techniques that reduce the algorithm’s
dependency on complex mathematics. Still, since the mathematics used in convolution is simple,
implementation of a convolution algorithm was an achievable goal.
Yet another obstacle in this algorithm’s design was implementing the capability to handle
negative numbers. In a proper convolution algorithm, the mask can (and often does) consist of negative
numbers.
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Effectively, the code had to be written to handle these numbers by using “signed” data types.
“Signed” data simply means that a negative number is interpreted into the 2’s complement of its non negative dual. This means that all vectors within the design must use an extra bit as compared to
unsigned numbers. The extra bit always carries the sign of the number – 0 for a positive number, 1 for a
negative number.
Because of this, the output of the convolution algorithm is a number in 2’s complement. In
order for another unit to interface data from this algorithm, the unit must be able to understand or
convert 2’s complement data.
Addition and multiplication were instantiated using simple + and * signs in the Verilog code.
The Verilog synthesis tool provides mapping to efficient hardware mathematics designs for each of
these, so device-specific parameterized modules were not necessary.
Since a proper convolution involves a division by the number of pixels in the window, some
thought had to be put into this part of the algorithm’s hardware implementation. Hardware dividers on
FPGAs are quite large and slow. If speed is required, they must be tied directly to the FPGA’s
architecture, meaning that one divider would look like this:

assign <dividend> = <div_input> / X;

where X is a power of 2.

Since this is only possible with powers of two, a divide by 8 was implemented instead of a
divide by 9, as was planned in the algorithm’s design.
In the convolution design it was especially important, because of the divider compromise,
discussed above, to verify if it changes the nature of the algorithm’s output. Analysis of this was
important to determine whether or not this compromise results in a reasonably valid output.
It is evident that the compromise of using a shift divider does result in a different output, but
this is fairly consistent over the entire image. Therefore, it is reasonable to assume that a divider by 8
using a 3 by 3 window is an adequate approximation of a real divide by 9.
Optimization of the convolution algorithm can be easily achieved if one has limited kernel
specifications. For example, if all coefficients in the kernel are powers of two, the Verilog synthesizer
is able to result in a design that uses fewer resources. This is due, of course, to the way numbers are
represented in digital systems, where a number that is a power of two is represented with only one bit.
Further optimization is possible by reducing the bit widths of the kernel constants. This is result
in a smaller coefficient data range, but this compromise may be acceptable in certain cases.
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RTL Schematic for the Convolution with “Convolution Mask” as described in the Convolution Chapter

TX 10BASE-T

RTL Schematic for the TX verilog module

A 10BASE-T network works at 10Mbps (10 megabits per seconds). But 10BASE-T requires
the bits to be "Manchester encoded". That requires doubling of the number of bits:
- A logical '0' is sent as a high bit followed by a low bit.
- A logical '1' is sent as a low bit followed by a high bit.
So our 10Mbps network actually requires a 20Mbps stream of bits on the wires.
Simplicity would dictate that we use a 10MHz clock and we generate the 20Mbps Manchester
bit stream by 'xor-ing' the clock with the output data bits. That may work. But gating the clock is not
recommended in FPGA designs. In this particular case, that would degrade the 20Mbps signal quality
because each bit transition would have glitches (the data output never exactly coincide with the clock).
So let us use a 20MHz clock.
We have a 50MHz onboard clock generator so we have to divide it 2.5 times.
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module clock_dll(CLKIN, CLKDIV); //clock divided by 2,5
input CLKIN;
output CLKDIV;
wire CLKIN_w,CLKDV_dll,CLK0_dll,CLKFB;
IBUFG clkin (.I(CLKIN), .O(CLKIN_w));
BUFG clkgfb (.I(CLK0_dll), .O(CLKFB));
BUFG clkgout (.I(CLKDV_dll), .O(CLKDIV));
CLKDLLHF DLL0 (
.CLK0(CLK0_dll), // 0 degree DLL CLK output
.CLKDV(CLKDV_dll), // Divided DLL CLK out (CLKDV_DIVIDE)
.CLKFB(CLKFB), // DLL clock feedback
.CLKIN(CLKIN_w) // Clock input (from IBUFG, BUFG or DLL)
);
//synthesis attribute CLKDV_DIVIDE of DLL0 is "2.5"
//synthesis translate_off
defparam DLL0.CLKDV_DIVIDE = 2.5;
// Divide by: 1.5,2.0,2.5,3.0,4.0,5.0,8.0 or 16.0
//synthesis translate_on
endmodule

RTL Schematic for the clock_dll verilog module
Even if no packets are sent on a 10BASE-T cable, a pulse has to be sent periodically (called the
"Normal Link Pulse" or "NLP"). It is used to keep the connection "alive". A pulse needs to be sent
every 16ms or so.
The NLP can also be replaced by a "Fast Link Pulse" (FLP) burst, during a process called
"auto-negotiation". The FLP carries information about the capabilities of the sender, so that the
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hardware at both end of a cable can negotiate the link parameters, like the speed and the half/full
duplex status.
Since we used only NLP, the link is half-duplex and packet losses are possible when collisions
occur. Switches show very few drops - since we transmit only here, collisions never happen unless
another station sends broadcast packets (could be fixed by using FLP pulses to bring the link into fullduplex). Hubs show high numbers of packet drops, due to the high probabilities of having collisions.

CONCLUSIONS

The development of FPGA image processing algorithms can be on a certain point quite tedious,
but the results speak for themselves. If high-speed, windowing algorithms are desired, this paper shows
that FPGA technology is ideally suited to the task. In fact, with the aid of the window generator, a
whole series of image processing techniques is available to the designer, many of which can be
synthesized for high-speed applications.

A great deal of knowledge was gained from the completion of this project. While FPGAs are
excellent for some uses, such as a large number of image processing applications, difficulties in using
more complex mathematics speak volumes towards the argument of using dedicated DSP chips for
some applications. Indeed, it is expected that a designer who desires the best combination of speed and
flexibility should look toward a system consisting of both FPGAs and DSPs. Such systems can take
advantage of all the positive aspects, and can allow the designer to create an algorithm on a system that
is best suited for it. Therefore, it should also be noted that this project’s algorithms were excellent
choices for FPGA implementation. This is because they do not use floating-point mathematics and they
include no complex mathematics.

With the new Xilinx Virtex-4 Family - Industry's First Multi-Platform FPGAs - can benefit
form the next-generation design.
The Xilinx® Virtex-4™ family offers three domain-optimized Platform FPGAs to deliver
breakthrough capability at every price point, revolutionizing the fundamentals of FPGA economics and
device choice. With up to 200,000 logic cells, up to 500 MHz performance, and unrivaled system
features, the Virtex-4 family delivers twice the density and up to twice the performance of current
generation FPGAs, and a compelling cost-effective alternative to ASICs and ASSPs.
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The Virtex-4 LX, SX and FX platforms each provide a different mix of core capabilities, such
as logic, memory, parallel and serial I/Os, embedded processors, XtremeDSP functionality, and other
functions suited to specific application requirements.
- Virtex-4 LX Platform FPGAs are optimized for general logic integration applications. They
offer the highest logic and I/O density and deliver the highest-value FPGAs ever.
- Virtex-4 SX Platform FPGAs are optimized for very high-performance real-time signal
processing. With an exceptionally high ratio of XtremeDSP slices and embedded Block RAM,
they offer breakthrough DSP performance at reduced power compared to alternative
programmable solutions.
- Virtex-4 FX Platform FPGAs are optimized for full system applications including high-speed
serial connectivity and embedded processing. Enabled by the industry's most versatile (600
Mbps to 11.1 Gbps) serial transceivers and embedded IBM PowerPC™ 405 processors with
new auxiliary processor unit interface, they are the ideal platform for complete programmable
systems.

HDL simulation and FPGA synthesis tools are getting consistently better. Simulation of large
and complex HDL is now simple and fast, and generic HDL can easily be synthesized into efficient
hardware-specific designs. It is expected that as the FPGA hardware continues to improve, so will the
tools. In the future, the longer development time that is inherent in FPGA design may disappear.

Future Work

The interchangeable nature of the Verilog components of this design allow for its components
to be used in different designs quite easily. For example, the window architecture allows it to be used in
any algorithm that uses a pixel window to compute its output. Since Verilog components can easily be
instantiated in any design, using the pixel window generator is as simple as dropping component and
port map statements into another Verilog design.
Therefore, the applications for the code created for this project can be used in many different
image processing algorithms. With the window generator and row/column counter code complete,
about fifty percent of the work is done and the designer simply has to use their outputs to generate a
desired result. It should be noted that the real result of this project is not simply a few algorithms, but
instead a system of Verilog code which allows for efficient implementations of many algorithms. Still,
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these Verilog designs should be made to operate more generically, so that modification of hard-coded
values is not necessary.
A large part of the improvement possible in this design lies in the algorithms themselves. While
it can increase the synthesized size of the design, it also maximizes its on-chip capability.
Another extension to this work could be creation of larger-sized window generators. With larger
image sizes, small window sizes such as 3 by 3 are not as useful. Windows of size 5 by 5 or 7 by 7 are
rather easily attainable. Still, memory limitations will relegate such designs to larger FPGAs.
One future project is to fully implement the 10BASE-T Ethernet.
Another one is to acquire data from a USB webcam using the hardware interface designed in
this project. The USB port is implemented using the Cypress SL811HS Embedded USB Host/Slave
Controller.

Despite these possible improvements, this thesis is considered to be a success. The knowledge
and experience gained from completing this project will certainly be helpful in future designs.
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